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Preface
Genres are textual categories that organise and structure communication. By definition, each genre
brings with it a set of conventions that can be conceptualised as expectations regarding a textual instance
of a specific genre. For example, the conventions of the blog genre — a genre that is only instantiated
on the World Wide Web — comprise a sequence of more or less daily postings that contain narratives,
and opinions of the respective blogger, an individual who wants to participate in a discussion on a
certain subject. Blog postings are publicly accessible, so that other people can comment on them.
These conventions are different from those underlying the editorial genre: a single author presents an
argumentative statement of views that are considered to be representative of a newspaper as a whole. In
brief, genres convey a large amount of communicative context. This context is essential for determining
the relevance of a specific text in and for a given situation.
Genres have great potential for Information Retrieval (IR) applications, such as the integration of
knowledge about genres into search-engines, enabling the user, for example, to augment keywordbased search with a specific set of genres the documents to be returned by the engine should belong to.
This application treats genres as a filter that can be employed to narrow down the document result set.
The distinction between topical and non-topical textual dimensions is crucial when it comes to the
features on which genre identification algorithms operate. Topics rely on features based on content
words, while genre classes appear to be more easily identified using grammatical features. As Natural
Language Processing (NLP) provides methods to retrieve grammatical features, the investigation of the
influence of NLP on genre identification is of primary importance. Among the topics addressed by the
papers compiled in this volume are: experiments in genre identification and classification, genres and
traditional IR architectures, the composition of feature sets, machine learning approaches, descriptive
genre analyses and distinctive genre features as well as text and hypertext structures.
Despite the promising results reported in the contributions, it becomes evident that genres — especially web genres — are notoriously difficult to identify using fully automatic methods. The IR subfield
Automatic Genre Identification (AGI) is still in its infancy. We hope that the present collection helps in
establishing this subfield as well as its community further and that it whets the appetite of researchers
who share our view that AGI is an interesting and promising extension of traditional IR.
After the colloquium “Towards a Reference Corpus of Web Genres” (organised by Marina Santini
and Serge Sharoff), held in conjunction with Corpus Linguistics 2007 in Birmingham, UK, it is the aim
of this workshop to act as a kind of follow-up meeting where researchers working on genre identification have a platform for presentations, as a forum for publishing and promoting research results and
establishing research networks and explore possibilities for co-operation.
We would like to thank the organisers of the Sixth International Conference on Recent Advances in
Natural Language Processing for agreeing to host this workshop. Furthermore, we would like to thank
the authors and the members of the Programme Committee for their help with the reviewing process.
Georg Rehm
Marina Santini

September 2007
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Combining Relevance and Genre-Related Rankings:
an Exploratory Study
Pavel Braslavski
Institute of Engineering Science, RAS
Komsomolskaya 34
620219 Ekaterinburg, Russia
pb@imach.uran.ru

Abstract
In this paper, we examine whether it is possible to effectively
incorporate document genre features into document relevance
ranking. First, a method for extracting ‘seriousness’ score of a
document using canonical discriminant analysis applied to a
sample of functional styles is proposed. Second, effects of
aggregating genre-related and text relevance ranks are
considered. Evaluation of the results shows moderate positive
effects.

Keywords
Relevance ranking, genre analysis, readability.

1. Introduction
Recent years have shown a growing interest to automatic
genre analysis of Web documents, especially in the context
of Web search.
One of the possible research tasks is automatic genre
categorization, i.e. automatic classification of documents
into predefined set of genres (see our early study [2] and a
comprehensive survey of the field [13]). When the genre
palette is not very fine-grained and controversial, the
problem can be solved with acceptable quality. However,
when thinking of applying genre categorization to a
commercial general-purpose search engines, the main
problem could be to adapt or invent a suitable genre palette
that is intuitively clear, complete, and not ambiguous for
the majority of users. Moreover, the appropriate interface
should be presented. Meanwhile a simple search box and a
sorted list of search results is a standard de facto for
millions of search engine users. The experiments [11] show
that though most users expect genre information to be
helpful for their Web search tasks, a straightforward
implementation of genre-related hints doesn’t improve user
search effectiveness significantly.
Research on readability has its roots in
psycholinguistics but in fact is very similar to automatic
genre analysis. The aim is to obtain a simple measure to
compare the comprehension complexity of texts conveying
similar meaning using surface cues [3].
The paper reports on ongoing experiments aimed at
embedding genre information into relevance ranking,
which makes use of genre analysis transparent for the enduser. The idea is to obtain a simple measure of document’s
genre (similar to readability score) and embed it into

ranking. The idea can be seen in the context of static
ranking: to incorporate diverse page-level features that are
independent from query into ranking scheme [10].
In contrast to our previous study [1] when we used
unsupervised approach, in the current study we employ
supervised methods for extracting genre-related scores.
A related study is described in [6]: a ‘familiarity
classifier’ is build upon several hundreds of documents
manually tagged as ‘introductory’ or ‘advanced’. However,
the method doesn’t consider topic relevance: top-20
documents returned by a search engine are all assumed to
be relevant to the query, which seems to be a very strong
assumption.

2. Data
In this study we used two datasets of Russian documents:
1) a small corpus of five functional styles as learning
sample for extracting genre-related score and 2) a subset of
reference ROMIP Web collection for experimentation and
evaluation purposes. ROMIP stands for Russian
Information Retrieval Evaluation Seminar which is a
Russian TREC-like initiative [12].

2.1 Functional Styles Sample
We draw on the well-established in Russian linguistics
concept of functional styles. There are five basic functional
styles: official style, academic style, journalistic style,
literary style, and everyday communication style. We use
this sample only for building a genre-related score.
We re-use a sample of 305 documents in Russian that
was employed in our previous experiments. This sample of
documents consisted of 50 federal acts, 54 scientific papers
in natural sciences, 61 online news articles, 79 short stories
by modern Russian authors, and 61 fragments of online
chats. More details on the sample can be found in [2].

2.2 ROMIP Collection
ROMIP Web collection contains about 600,000 HTML
pages in Russian from the free Web hosting narod.ru and
reflects well the diversity of Web genres. The collection is
used in the ROMIP ad hoc retrieval track and is freely
available upon request.
Along the documents the collection contains a list of
about 20 000 queries taken from a real-life search engine
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query log. Each participating system performs the whole
set of queries over ROMIP collection. A small selection of
queries is evaluated manually using pooling method each
year. To increase assessors’ agreement each query is
provided with an extended description which represent one
of the possible query interpretations (Fig. 1). Most
descriptions imply detailed and informative documents.
This fact suggests that we could improve the overall search
quality within the ROMIP framework by ranking ‘serious’
documents higher. We implement this approach in our
experimental framework, however it won’t suit all real-life
information needs obviously. (For example, homepage of
the Sexologies journal published by Elsevier wouldn’t
satisfy the vast majority of users asking one of the most
frequent queries sex.)
Query rb4095: common spruce
Description: A relevant page must contain information
about common spruce – e.g. main characteristics of
this tree type, natural habitat, industrial use, etc.
Query arw13494: memory training
Description: Documents containing advices for human
memory improvement, diverse techniques for memory
training. Documents containing recipes of food
supplements are useful. Especially important are
documents
containing
detailed
and
precise
instructions for those who want to train their memory.
Query arw19003: are we alone in the universe?
Description: The page must contain information on
extraterrestrial
intelligence
research,
existing
hypotheses as well as different opinions on this issue.
Figure 1. Sample ROMIP tasks: query and its description
(originally in Russian, descriptions are used for evaluation
purposes only)

For our experiment, we took the results of one of the
ROMIP’2006 participating systems which utilizes only text
relevance methods [4]. All ROMIP documents were
converted to plain text; no other pre-processing was
performed.
Our ROMIP subset contains 6,906 documents
corresponding to 70 evaluated search tasks. The majority
of these documents have relevance judgments: 5393
documents (420 relevant + 4973 non-relevant) with socalled ‘strong’ judgments (i.e. all assessors agreed on
judgment) and 5416 documents (1105 relevant + 4311 nonrelevant) with ‘weak’ relevance judgments (i.e. at least one
assessor judged a document as ‘relevant’). Some tasks have
no corresponding relevant documents (13 in case of
‘strong’ relevance and three in case of ‘weak’ relevance).
The rest of the documents have tag ‘can’t be judged’ or
didn’t fall into the evaluated document pool.

We re-ranked ROMIP subset in different ways to find
if we can achieve a better relevance ranking if we take
genre-related document score into account.

3. Methods and Results
3.1 Functional Styles and Genre Score
Extraction
Unfortunately, there is no widely accepted and use-proven
readability score for Russian that would be appropriate for
our aims. So we opted for building a ‘seriousness’ score
based on our previous research.
We employed the concept of functional styles, which
is well-established in Russian linguistics. The main idea of
the functionalist approach is the distinction between the
language (as a symbolic system) and the speech (as the
very process of discourse generation). According to the
theory, the style of a text is determined mainly by the
communication context. Five functional styles are usually
defined: official style, academic style, journalistic style,
everyday communication style, and literary style (although
some scholars consider literary style, or fiction, to be a
special case that is able to incorporate all other styles).
More details on the theory of functional styles can be found
in [5]. Functional styles have been subject of an early
study on automatic stylistic analysis [8].
We consider five functional styles as text classes of
gradually decreasing ‘seriousness’. The quantitative
characteristics of the functional styles sample confirm our
intuition (Fig. 2). Such features as average word length
(one of the most commonly used features in different
readability formulae) and POS distribution change
monotonically over five styles.
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7,0

0,12
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0,10

6,0
5,5

0,08
adjective ratio
adverb ratio
word length
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5,0
4,5
liter

chat

Figure 2. Selected characteristics
of the functional styles sample

Our approach is rather operational. Though it is not
quite correct we don’t make distinction between genre and
style assuming that both concepts relate to a higher-level
notion of “how a given piece of information is presented”
[9].
We use canonical discriminant analysis to extract the
‘seriousness’ score. The method is illustrated in Fig. 3: we
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perform feature space transformation in order to find a
direction (a weighted sum of initial features) with the best
separating ability between classes. The method is similar to
principal components analysis (PCA); the difference is that
we take class structure into account.

3

building readability scores based on reading tests. Our
approach is similar to one described in [14]. However, we
don’t utilize lexical features, which leads to much lower
computational costs.

3.2 Ranks Aggregation
We calculated genre-related scores for our ROMIP subset.
Relevant documents appeared to be somewhat ‘more
serious’: averaged normalized genre scores for our ROMIP
subset are 0.62 and 0.59 for relevant and non-relevant
documents, respectively (the difference is significant at
p<0.005). Then, we ranked all evaluated documents that
were longer than five sentences according to the genrerelated score (‘serious’ documents on the top); all other
documents preserved their initial positions.

Figure 3. The idea of canonical discriminant analysis

Figure 4. Scatter-plot of the learning sample in the 1st and 2nd
canonical roots

We carried out trails with different genre-related easily
computable text features. After a series of trials we opted
for a combination of nine features. The formula for the first
canonical root that we treat as ‘seriousness’ score is as
follows (standardized values):
S = -0.49x1 + 0.27x2 + 0.46x3 + 0.04x4 +
+ 0.24x5+0.32x6 – 0.48x7 + 0.32x8 – 0.11x9,
where
x1 – average word length;
x2 – smiley count;
x3 – finite verb count;
x4 – adjective count;
x5 – first person pronoun count;
x6 – expressive punctuation count;
x7 – neuter noun count;
x8 – adverb count;
x9 – genitive chain count.
The first canonical root explains 84% of sample’s
variance (Fig. 4).
The obtained index is similar to a readability score.
Such corpus-based approach is low-cost, flexible, and
easily adjustable compared to traditional methods for

Next, we aggregated the obtained genre-related ranks
(RG) with the initial keyword-relevance ranks (RY) (see [4]
for details on RY). We used a straightforward approach to
aggregation: new rank was computed as a linear
combination of text relevance and genre-related ranks, i.e.
RY +αRG. This scheme can be referred to as a simple case
of weighted Borda method that is widely used in different
areas, including rank aggregation for metasearch.
It is important to note that we didn’t aim at finding an
optimal α for the rank combination. Although the number
of processed documents is big enough, the number of
document sets (57 and 67 for ‘strong’ and ‘weak’
relevance, respectively) didn’t allow us to test our results
properly and generalize well.
For evaluation of the aggregated ranks we used rank
displacement of relevant documents (DR). DR sums the ups
and downs of relevant documents in the new list in
comparison to the original one (Fig. 5). Furthermore, we
counted up tasks with positive and negative values of DR.
The most illustrative results were obtained on weak
relevance judgments. Fig. 6 shows both macro- and microaveraged DR values depending on genre rank’s weight. The
best macro-averaged value (0.48) is achieved at α=0.18,
while micro-averaged DR reaches its maximum (0.26) at
α=0.14. Fig. 7 shows the absolute numbers of tasks in the
sample with positive vs. negative changes depending on α.
The best relation (42 vs. 18) is achieved at α=0.07.

1. NR
2. R
3. R
4. NR
5. NR

+1

–2

1. R
2. NR
3. NR
4. NR
5. R

Figure 5. Rank displacement of relevant (R) documents
(for this example DR = –1)
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4. Conclusion and Future Work
Our evaluation of the aggregated ranks shows that we can
achieve moderate improvements on our experimental data
set in average by mixing in a small fraction of genre-related
rank. Notably, there is a subset of queries that is very
receptive to mixing genre ranks with traditional keywordrelevance ranks. This fact poses a much more difficult
problem of how to define the expected genre (or genre
range when thinking of continuous genre index) of the
answer based on query preprocessing. To the best of our
knowledge the sole study on predicting user’s education
level based on a query is [7]. We will address the problem
in the future.
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Abstract
With the increase of the number of web pages, it is very
difficult to find wanted information easily and quickly out of
thousands of web pages retrieved by a search engine. To solve
this problem, many researches propose to classify documents
according to their genre, which is another criteria to classify
documents different from the topic. Most of these works
assign a document to only one genre. In this paper we propose
a new flexible approach for document genre categorization.
Flexibility means that our approach assigns a document to all
predefined genres with different weights. The proposed
approach is based on the combination of two homogenous
classifiers: contextual and structural classifiers. The
contextual classifier uses the URL, while the structural
classifier uses the document structure. Both contextual and
structural classifiers are centroid-based classifiers.
Experimentations provide a micro-averaged break-even point
(BEP) more than 85%, which is better than those obtained by
other categorization approaches.

Keywords
Genre, structure, centroid, URL, categorization, combination,
flexible.

1. Introduction
In front of the explosive growth of the number of web pages,
users cannot quickly find desired information among the huge list
of web pages returned by a search engine. To deal with this
problem, many categorization approaches have been proposed to
classify the result of search engines. Most of them have been
interested by topic categorization [32]. Even, if the documents are
classified successfully by their topics, they stayed heterogeneous.
For example, the documents grouped by the topic “cinema” can
be an actor homepage, a newspaper about a film or an actor, a
collection of films posters and so on. So, a user looking for
newspapers about an actor should consult all other document
types or genres. Therefore, the document genre is another view
for document categorization different from the topic. Recently,
many works have been focused on genre categorization (for more
references you can see [30]).

In this section, we firstly defines genre. Next, we reviews
previously works on genre categorization of web
documents.

1.1 Genre definition
Most of English dictionaries defines genre as a category of
artistic, musical or literary composition characterized by a
particular style, content and form, where the style describes the
structural features of the writing, the content is the topic of the

document and the form refers to the layout in which the content is
presented.
With the emergence of the web genres, the functionality has been
added as another attribute to identify the genre of web pages (also
called cyber genre) [33]. The functionality is the purpose of the
document and describes how a person interacts with a web page.
This attribute becomes important when dealing with interactive
web pages such as search engine Homepage, game Homepage,
etc.
Many authors define the web genre through facets such as
complexity of language, subjectivity, number of graphics, etc.
[21][28][11][30].
Genres can be defined using these facets. For example a scientific
paper is a genre with relatively complex language, low
subjectivity and moderate number of graphics.
Kessler et al. [21], defines the genre as “any widely recognized
class of texts defined by some common communicative purpose
or other functional traits, provided the function is connected to
some formal cues or commonalities and that the class is
extensible”.
The advantage of facets is that they can tell something about
documents with unknown genre. The disadvantage is that
common genres are something users are more familiar with than
facets.
In the next paragraph we review some related works. We present
respectively the different features and machine learning
techniques used to classify documents by genres.

1.2 Related works
The selection of features and the choice of categorization
technique are the core of any genre categorization system. These
tasks are relatively independent, so they will be presented
separately.

1.2.1 Features
Many types of features have been proposed for automatic genre
categorization. These features can be grouped on four groups. The
first group refers to surface features, such as function words,
genre specific words, punctuation marks, document length, etc.
The second group concerns structural features, such as Parts Of
Speech (POS), Tense of verbs, etc. The third group is presentation
features, which mainly describe the layout of document. Most of
these features concerns HTML documents and cannot be
extracted from plain text documents. Among these features we
quote the number of specific HTML tags and links. The last group
of features is often extracted from metadata elements (URL,
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description, keywords, etc.) and concerns only structured
documents.
Most of these features have been used in many works to identify
the genre of web pages.
Kessler et al. [21] Have used four types of features to classify the
Brown corpus1 by genre. The first types are structural features,
which includes counts of functional words, sentences, etc. The
second types are lexical features, which includes the existence of
specific words or symbols. The third kinds of features are
character level features, such as punctuation marks. The last kind
concerns derivative features, which are derived from character
level and lexical features. These four features sets can be grouped
on two sets, structural features and surface features.

or cosine measure are often used to compute the similarity
between documents. New documents are classified to the same
genre as the nearest neighbor. The K represents how many
neighbours should be analysed. KNN have only been used by Lim
et al. [22].
Decision trees (Tree) are a popular technique used by Argamon et
al. [2], Bretan et al. [4], Karlgren [20], Dewdney et al. [13] and
Finn [15]. Karlgren calculated textual features for each document
and categorized into a hierarchy of clusters based on C4.5 if-then
categorization rules. The labels for genres were accomplished
using nearest neighbour assignments and cluster centroids.

Karlgren [20] have used twenty features: count of functional
words, POS count, textual count (e.g. the count of characters, the
count of words, number of words per sentence, etc.) and count of
images and links.

Support Vector Machine (SVM) is a powerful learning method
introduced by Vapnik [36]. Is has been successfully applied to
text categorization [18]. SVM is based on Structural Risk
Maximization theory, which aims to minimize the generalization
error instead of the empirical error on training data alone. The
SVM technique has been used in genre categorization by many
authors (e.g. Dewdney et al. [13], Argamon and Dodick [1]).

Stamatatos et al. [33] Identified genre based on the most English
common words. They have used the fifty most frequent words on
the BNC corpus2 and the eight frequent punctuation marks
(period, comma, colon, semicolon, quotes, parenthesis, question
mark and hyphen).

Neural networks (NN) have been used by Kessler et al. [21] to
classify genres of the Brown corpus. While Rauber and MullerKogler [28] used a vector of terms appearing in each document.
The document vectors are the input of a Self-Organizing Maps
(SOM).

Dewdney et al. [13] Have adopted two features sets: BOW (Bag
Of Words) and presentation features. They used a total of 89
features including layout features, linguistic features, verb tenses,
etc.
Finn and Kushmerick [14] used a total of 152 features to
differentiate between subjective vs. objective news articles and
positive vs. negative movie reviews. Most of these features were
the frequency of genre-specific words.
More recently, Santini [30] and Lim et al. [22] have tried to
exploit all previously used features, where Lim and al. have used
the document URL as new feature.

1.2.2 Machine learning techniques
Once a set of features has been obtained it is necessary to choose
a categorization algorithm. Generally, genre categorization
algorithms are often based on machine learning techniques [25].
Among these techniques, we briefly explain naïve Bayes, knearest neighbor, decision trees and neural networks techniques
because they are widely used in literature.
Naïve Bayes (NB) is a simple probability algorithm that
determines the probability of a document belonging to a particular
genre. NB is a very fast learning algorithm, which is robust to
irrelevant features. It need less storage space and can handle
missing values. However, because the weights are the same for all
features, performance can be degraded by having more irrelevant
features. This technique has been implemented by Argamon et al.,
1998 [2], Dewdney et al. [13] and Santini [30][31].
The K-Nearest Neighbour (KNN) algorithm groups documents
within a vector space. TFIDF (Term Frequency Inverse Document
Frequency) is usually used to represent documents and Euclidean

1

http://en.wikipedia.org/wiki/Brown_Corpus
2
http://www.natcorp.ox.ac.uk/

The reminder of this paper is structured as follows. In section 2
we emphasize the importance of flexibility in genre
categorization. In section 3 we briefly present some approaches
for web page categorization. In section 4 we explains our
approach. Section 5 presents our experimental results using two
datasets of web pages. Finally we present some conclusions as
well as our future work.

2. Flexible genre categorization
Most of the authors working in automatic genre categorization
assume that genres are mutually exclusive discrete classes; each
document is assigned to one genre. For this reason, most of genre
categorization approaches are based on discrete single-genre
categorization. In this context, many researchers involved in
genre categorization states that a classifier should be able to
assign multiple genres into a document [9] [22]. Crowston and
Kawsnik [9] have stated that documents on the Web are
sometimes composed of multiple Web pages. Although many
documents contain integrated genres, some documents contain
various genres embedded in distinct locations of a document,
easily identifiable by some predefined markers or section
headings. For example a course document is a one main page that
contains information on the course, projects, instructors and a list
of hypertext links to related information. Another example
concerning an email, where it can be sended to communicate a
call for papers or a FAQ. Three methodologies have been used to
handle multi-genre categorization. The first classify documents to
multiple genres. The second consist in deciding on a dominant
genre and the third consist in separating documents into various
segments and index on each individual segment. In the literature
only three studies have studied categorization flexibility, namely
Kessler et al. [21], Rauber and Muller-Kogler [28] and Santini
[30][31].
Kessler et al. [21] Explicitly address the problem of genre
heterogeneity by proposing a multi-facetted approach. In this
approach, genres are expressed in terms of bundles of generic
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facets that correlate to surface cues. According to the authors, a
facet is “a property which distinguishes a class of texts that
answers to certain practical interests, and which is associated with
a characteristic set of computable structural or linguistic
properties, the ‘generic cues’”. In their experiments, the authors
use only three facets: brow, narrative and genre.
Rauber and Muller-Kogler [28] experiment is interesting.
However, in this experiment, the assignment of documents to
mixed or fuzzy genres is more incidental than deliberate. In the
resulting visualization documents belonging to different genres
are depicted as books with different colours.
We notice that these two works have not addresses satisfactory
the problem of flexible genre categorization. Recently, Santini
[30][31] have proposed a flexible categorization scheme that
encompass zero, one or multi-genre assignment, as required by
the actual state of genres on the web.
In this paper we study the flexibility of genre categorization by
proposing a new flexible approach that assign a document to all
genres with different membership degrees.

3. Approaches of web page categorization
Most works on categorization are interested with raw texts and
there is limited works dealing with structured and semi-structured
documents, especially web pages. All approaches for web page
classification use the semantic of HTML tags.
Quek [27] for example combines three classifiers based
respectively on the textual content of a page, section titles and
hyperlinks.
Cline [7] represents a structured document by a vector where each
element (title, links, text, etc.) is encoded in a specific part of the
vector using tfidf formula.
Chakrabarti, Dom and Indyk [6] exploit the hyperlink structure of
web pages and combine this with the prediction based on the local
text.
Furnkranz [16] show an improvement in accuracy when
classifying hypertext documents by using the textual context of
links to a web page as features for classification.
All these approaches use document structure to determine the
linked documents and to extract the relevant portions of text from
linked documents.
Yi and Sundaresan [39] and Denoyer and Gallinari [12] propose a
tree structure for modeling HTML documents where nodes
represent document elements (links, headings, title, etc.).
The approach by Yang, Slattery and Ghani [38] combine three
classifiers operating respectively on linked pages textual
information, HTML tags and metadata.
In email categorization, Brutlag and Meek [5] show that using
only the features of sender and subject fields can ameliorate
categorization accuracy.
As the number of web pages increases infinitely, automatic
categorization becomes time consuming. To deal with this
problem, Kan [19] studies how a web page can be classified
without retrieving its content. He bases his work on the URL.
The aim of these approaches is to identify the document topic. In
this paper we extract internal and external structure to identify the
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web page structure and then perform structural categorization.
The URL is used for contextual categorization. Both structural
and contextual categorizations are combined to identify the genre
of a given web page.

4. Proposed approach
Our approach is based on the combination of two homogenous
classifiers. The first is a contextual classifier, which uses the web
page URL. However, the second is a structural classifier, which
aim is to exploit the web page structure to identify the genre of a
web page. The web page structure is extracted from title, headings
and anchors. Both contextual and structural classifiers are based
on category centroid, which is generated from the training set.
The originality of our approach is the use of new features, which
are used in previous works but in different ways and the
flexibility, which is not enough, studied and not yet implemented.
In this section, we firstly explain the principal of our approach.
Next we explain contextual, structural and combined classifiers.

4.1 Approach principal
Our approach is based on category centroid, where documents are
represented using the vector-space model [29]. In this model, each
document d is represented by a tfidf vector dtfidf = (tf1 log(N/df1),
…, tfn log(N/dfn)), where tfi is the frequency of the ith term in the
document, dfi is the number of documents that contain the ith
term and N is the number of training documents. For a category c,
the centroid is represented by the average for all vectors for the
positive examples for this category:
C=

1
⋅
d
c d ∈c

∑

The idea of our approach is to compute the centroid vectors of all
categories. So, if you have k categories, this leads to k centroid
vectors {C1, C2, …, Ck}, where Ci is the centroid for the ith
category. For a new document x, our approach compute the
similarities between x and all k centroids using the cosine
measure as follow:

cos(x , C i ) =

x

x ⋅ Ci
× Ci
2

2

Our approach combines two classifiers (contextual and structural
classifiers). These classifiers are homogenous because they are
based on the same principal presented above. In the next
paragraph we explains contextual, structural and combined
classifiers.

4.1.1 Contextual classifier
The URL address defines the location of a document on the web.
Is composed of three parts: host name (domain), directory path
and file name. The URL is not expensive to obtain and one of the
more informative sources about the document genre. For example,
if the file extension is PDF, PS or DOC, then the document is
long and may be a paper, a book, a thesis, a manual, etc. An other
example, if the file name contain some genre specific words like
faq, cv, how, thesis, etc., we can easily recognize the document
genre. URLs are often meant to be easily recalled by humans, and
web sites that follow good design techniques will encode useful
words that describe their resources in the web site’s host name
(domain). Web sites that present a huge amount of information
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often break their contents into web pages. This information
structuring is also accompanied with URLs structuring.

documents. The remaining words will be processed using the
principal presented in section 4.1.

As URL is a rich resource of information about document genre,
is used by the contextual classifier to perform genre
categorization.

For a new document d, the structural classifier provide a structural
categorization SC(d) given as follow:

In our approach we have used the words contained in the URL
after preprocessing which is based on three steps. The first step
removes specific stop words (www, ftp, http, etc.), special
characters (/, -, _, +, :, #, ?, etc.) and digits. The second step
consists in stemming the obtained words using the famous Porter
stemmer [26]. Finally, the third step is the dimension reduction,
which is based on both word frequency and document frequency
[37]. We only words that appears in more than 3 documents. The
remaining words will be processed using the principal presented
in section 4.1.

Where, ci is a predefined category and αi is the pertinence degree
of the category ci for the given document d. αi is the similarity
between the category ci and the document d, which is calculated
using the cosine similarity as explained in the section 4. 1.

For a new document d, the contextual classifier provide a
contextual categorization CC(d) given as follow:
CC(d) = {(c1, α1), …, (ci, αi), …, (cn, αn)}
Where, ci is a predefined category and αi is the pertinence degree
of the category ci for the given document d. αi is the similarity
between the category ci and the document d, which is calculated
using the cosine similarity as explained in the section 4. 1.

4.1.2 Structural classifier
Identification of document genres based on document structure
has been investigated by Toms et al. [35] and [10]. In their
research, Toms et al. [35] found for specific document genres,
such as letters and journal articles, there is a strong link between
identification of genres and the structure of the document.
Although their researches has not been extended into the
development of automatic methods for document genre
classification, the strong correlation between document genres
and document structure suggests that development of machinebased methods are plausible. Crowston and Williams [10] have
indicated how linking structure of a web page can help identify
the form of the web page and can be used to help identify its
genre. In our approach we have used the linking structure in
different way than used by previous researches. In our work we
have used the terms contained in hyperlinks contrary to many
other researches that use the number of internal and external links,
number of images, etc. [10][22][3].
In this paper, we suggest to implement a classifier that is based on
a web page structure of the web page. The web page structure is
very useful in genre categorization [17]. To extract the web page
structure we have used title, headings and anchors. Title and
headings tags represent the internal structure, however, anchors
denote the external or hypertext structure. In our approach the
web structure is the combination of internal and hypertext
structures.
Our structural classifier exploits the terms contained in title,
headings and anchors tags. This classifier is based on three steps.
The first step consists in removing only special characters (:, ., -,
_, etc.) and digits. The second step stem remained words using the
Porter stemmer [26]. In the third step, our approach reduce
vocabulary dimension using both word frequency and document
frequency, which consists in pruning words that appeared less
than 3 times in a document and appeared in less than 3

SC(d) = {(c1, β1), …, (ci, βi), …, (cn, βn)}

4.1.3 Combined classifier
In our approach both contextual and structural classifiers are
combined. In the literature many methods have been proposed to
combine classifiers, which depend on the type of classifiers [40].
Generally, a classifier can be a class classifier, a rank classifier or
a measurement classifier. A class classifier provides the correct
class of a given document. The result of a rank classifier is a
vector of ranks. For a given class, the rank represents his
importance. The measurement classifier provides a vector of
values, where each value represents the class membership.
As described previously, contextual and structural classifiers are
measurement classifiers because they provide a set of pairs (c, w),
where c is a category and w is the confidence degree in the
membership of a given document in the category c. Since our
classifiers are independent, we have used the following
combination rules: minimum, maximum, product, sum and
average. For example, using the minimum rule, for a document d,
the combined classifier provides the following categorization:
C(d) = min(CC(d), SC(d))={(c1, min(α1, β1)), …, (ci, min(αi, βi)),
…, (cn, min(αn, βn))}

5. Experimentation
In this section we presents a series of experiments conducted to
evaluate our approach and compare it against other categorization
techniques. This section is organized on five paragraphs. In the
first paragraph we describe the experimentation setup. Next, in
the second paragraph we present the datasets used to perform
experimentations. In the third paragraph, we describe the
performance measure used. In the fourth paragraph we present
and discuss the obtained results. Finally, we compare our
approach against some other categorization techniques.

5.1 Experimental setup
Our experimentation methodology is to experiment contextual,
structural and combined separately. Next, the combined classifier
is compared against some classification techniques implemented
in the rainbow program3 [23].
In this paper all experimentations was done using 10-fold cross
validation. To do this, we split data randomly into ten equal parts.
On each cross validation fold, 10% of the data was used for
testing and the remaining 90% of the data was used for training.
The system is then trained and tested for ten iterations, and in
each iteration nine subsets of data are used as training data and
the remaining set as testing data. In rotation, each subset of data
serves as the testing set in one iteration. The micro-averaged BEP
of the system is the average of BEP over the ten iterations.
3

http://www.cs.cmu.edu/~mccallum/bow/rainbow/
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5.2 Datasets
Experimentations should be conducted using datasets of HTML
documents grouped by genres. To evaluate contextual classifier,
we should know the URL address of the document. According to
these conditions, we can use only two datasets, which are KI-044
[24] and WebKB5 [8] datasets. The KI-04 Dataset was built
following a palette of eight genres suggested by a user study on
genre usefulness. It includes 1295 web pages, but only 800 web
pages (100 per genre) were used in the experiment described in
Meyer zu Eissen and Stein [24]. In the experiments described in
this paper, I have used only 1205 web pages because we have
excluded empty web pages and error messages (see Table 1).
Table 1. Composition of KI-04 dataset

Category
Article
Download
Link collection
Private portrayal
Non private portrayal
Discussion
Help
Shop
Total

# Of samples
127
151
205
126
163
127
139
167
1205

The WebKB dataset has become a reference corpus in the
machine learning community for topic categorization of web
pages, but is not used for genre categorization. It is composed of
8282 web page from computer science department web sites of
four American universities (Cornell, Texas, Washington and
Wisconsin). These web pages are issued from seven categories,
but we have used only six categories (course, department, faculty,
project, staff and student) as usually done. So, after discarding the
category other and empty web pages, we have obtained only 4249
web page (see Table 2).
Table 2. Composition of WebKB dataset
Category
# Of samples
Student
1541
Faculty
1063
Staff
126
Department
170
Project
474
Course
875
Total
4249
Experimentations presented in this paper are conducted using
different vocabulary’ sizes according to the dataset and the
feature used. These vocabularies are obtained after dimension
reduction, which is based on word frequency and document
frequency as mentioned in previous sections (see Table 3).
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Table 3. Number of selected terms for each feature and for both
KI-04 and WebKB datasets
Feature
URL
Title
Hn
Anchor
Title+Hn
Title+Anchor
Hn+Anchor
Title+Hn+Anchor

KI-04
230
300
425
670
725
970
1085
1270

WebKB
457
780
1200
2180
1980
2960
3292
4072

5.3 Performance measure
As explained in section 4.1 our approach performs a multi-class
multi-label categorization. For this reason it is suitable to use
micro or macro averaged BEP measure. The macro-averaged BEP
is obtained by averaging BEP for every category. However,
micro-averaged BEP is obtained by weighting the average by the
relative size of each category. In our datasets some categories are
very large and some are very small. These categories are not
disjoint. For this reason, we have decided to use the microaverage BEP, which is defined in terms of standard measures of
precision and recall. Precision p is the proportion of true
document-category assignments among all assignments predicted
by the classifier. Recall r is the proportion of true documentcategory assignments that were also predicted by the classifier.
Formally, the BEP measure finds the point where precision and
recall are equal. Since it is very difficult to find the exact point, a
common approach is to use the mean of recall and precision as an
approximation. Thus, BEP equals (p+r)/2. The micro-averaged
BEP is computed by first summing the elements of all binary
contingency tables (one for each category). Precision, recall and
BEP are then computed from these accumulated statistics.

5.4 Results and discussion
In this section we present the results obtained using each of the
three classifiers described in previous sections. We also discuss
the usefulness of URL and web page structure in genre
categorization [17].

5.4.1 Contextual categorization
For the contextual classifier, we have obtained 78.70% as microaveraged BEP for WebKB dataset and 74.25% for KI-04 dataset.
The micro-averaged BEP for KI-04 corpus is greater than the
micro-averaged BEP for WebKB dataset because web pages of
the KI-04 collection have been downloaded form different
sources, unlike WebKB collection, which have been downloaded
from only computer science departments of four American
universities.

5.4.2 Structural categorization
The experimentation of the structural classifier is performed by
different combinations of the content of title, hn and anchor tags.
Different results have been obtained, which are summarized in the
following table. For both KI-04 and WebKB datasets, the best
micro-averaged BEP is obtained for the combination of title, Hn
and anchor tags.

4

http://www.itri.brighton.ac.uk/~Marina.Santini/
http://www.cs.cmu.edu/afs/cs.cmu.edu/project/theo20/www/data/
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Table 4. Micro-averaged BEP of structural classifier for different
combination of features and for KI-04 and WebKB datasets
Tags
Title
Hn
Anchor
Title+Hn
Hn+Anchor
Title+Hn+Anchor

KI-04
79.13
78.50
81.22
77.05
80.76
86.35

WebKB
84.15
82.10
83.45
86.15
76.85
88.65

5.4.3 Combined categorization
In this experimentation we measure the effect of each
combination rule on the final micro-averaged BEP of
categorization. For the structural classifier we have used title, Hn
and anchor tags because they provide the best micro-averaged
BEP as shown in the table above. The results are presented in the
Table 5. These results show that the minimum rule provide the
best result (88.15% for KI-04 corpus and 90.23% for WebKB
corpus).
Table 5. Micro-averaged BEP of combined classifier for different
combination rules and for KI-04 and WebKB datasets
Combination rule
Minimum
Maximum
Product
Average
Sum

KI-04
88.15
87.27
76.05
86.11
80.34

WebKB
90.23
84.35
77.10
77.17
78.72

To compare our approach with other classification methods, we
have used the famous rainbow program. As first step, we have
extract for each document his URL and the content of title, Hn
and anchor tags in separate files, which are used by the rainbow
program to generate models. We notice that rainbow provides a
number of data preparation and classification options. In our
experimentations we have used TFIDF (TFIDF/Rocchio), NB
(Naïve Bayes), KNN (K-Nearest Neighbor with K=30), SVM
(Fisher kernel) and Tree (Tree of nodes) as classification methods.
For removing stop words we have used a specific words other
than those included in Rainbow program because the stop words
used by default in Rainbow are often used to perform topic
categorization. The results are presented in the following table
(Table 6 for WebKB dataset and Table 7 for KI-04 dataset).

Table 6. Micro-averaged BEP for different classification
methods and for different features for KI-04 dataset
URL
Title
Anchor
Hn
Title+Anchor
Title+Hn
Hn+Anchor
Title+Hn+Anchor

NB
65.75
72.12
63.23
66.19
65.12
77.34
75.12
78.17

KNN
55.45
63.45
51.20
60.23
62.35
57.29
60.15
66.50

SVM
70.00
76.78
74.45
72.12
63.45
80.15
72.10
77.89

URL
Title
Amchor
Hn
Title+Anchor
Title+Hn
Hn+Anchor
Title+Hn+Anchor

TFIDF
73.57
72.75
73.60
76.25
72.35
77.33
77.45
84.34

NB
69.63
61.25
71.12
59.86
70.78
80.13
74.78
77.74

KNN
44.55
55.25
48.48
40.47
55.46
45.23
59.15
67.29

SVM
72.23
70.15
74.12
75.34
69.45
78.80
72.15
80.16

Tree
70.15
68.54
68.47
57.58
70.17
79.28
75.46
80.19

For both KI-04 and WebKB datasets, we notice that the
combination of the content of title, Hn and anchor tags
outperform all other categorizations which uses each tag
separately. It also better than contextual categorization which
based on the content of the URL. These results confirm the results
obtained by our approach. Our aim in this section is to show that
our approach outperforms all other classifiers for different
combinations of features. From Tables 6 and 7 we conclude that
TFIDF/Rocchio is the best classifier for all combinations of
features. But these results cannot outperform the results obtained
by the combined classifier proposed in this paper.

6. Conclusion and Future Work

5.5. Comparison with other approaches

TFIDF
70.10
81.19
71.20
70.30
75.61
80.32
74.70
84.40

Table 7. Micro-averaged BEP for different classification
methods and for different features for WebKB dataset

Tree
63.12
68.95
56.75
68.25
73.00
72.85
73.34
70.17

In this paper we have proposed a new approach for flexible
document genre categorization. The originality of our approach is
the combination of two homogenous classifiers and the use of the
web page structure. The proposed approach is flexible because it
assigns a web page to all categories. Each category is associated
with a weight representing the similarity between the document
and the given category centroid generated from the training set.
The Experimentations show that our approach provides results
well than those obtained by rainbow classifiers. In the future we
hope to integrate our approach in a web search engine.
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This paper presents a comparative study of three
webgenres. It analyzes the distribution of their
instances regarding hyperlink-based structures.
The starting point is the notion of polymorphism as an aspect of informational uncertainty.
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1

Introduction

As far as web search engines are seen to be more than
information retrieval on web pages, retrieved pages
might be classified by the document type they manifest or these types might be made a retrieval criterion
ex ante [13]. The idea behind this approach is that
documents are not only distinguished in terms of their
topics, but also of the various, though recurrent functions they serve [1]. In this sense, documents may
deal with the same topic while serving different functions and, vice versa, they may be functionally equivalent while dealing with different topics. Thus, function
and content are different, though not orthogonal reference points of document classification. There had
been much research to introduce the notion of a webgenre in order to reflect this distinction [8, 13, 16, 17]
– for an overview see [14, 15]. That is, webgenres or
hypertext types – as they are interchangeably called in
this paper – are functional units whose instances are at
least alike or even equivalent in terms of the functions
they serve. The premise underlying this research is
that hypertext categorization can be realized by analogy to text categorization in order to reliably identify
the range of existing webgenres and to classify their
instances. Note that the majority of approaches plead
for a straightforward application of text categorization
methods to hypertext units [8].
This paper is in the line of research on utilizing hypertext categorization as a means to build webgenresensitive search engines. But other than the standard
approach it focuses on websites as relevant search units

instead of viewing web pages as the focal units of retrieval. That is, we conceive a search engine which retrieves websites possibly consisting of several pages in
order to meet a certain content-related search query.
More specifically, we think of a search engine which
starting from instances of a certain hypertext type
demarcates all its relevant constituents meeting the
query – above or below the level of single web pages.
As will be clarified in Section 2 we call such a search
engine sensitive to the logical document structure of
hypertext types. In order to make this program work,
we need to automatically classify hypertext types and
to demarcate their constitutive pages. That is, we
need to identify the borders of hypertext units which
are underspecified due to the limits of HTML and related standards. In this paper, we demonstrate why
and also to which extent this is a hard task. This
is mainly done by means of a comparative evaluation
of structure formation on the level of websites of three
webgenres: the genre of conference websites [8], of personal academic homepages [13] and of so called city
websites which serve as official portals of communities
or cities.
The paper is organized as follows: Section 2 distinguishes several types of informational uncertainty
where polymorphism and temporal variability turn out
to be specific to hypertext categorization. Section 3
analyzes the genre-specific distribution of hypertext
graphs as models of websites. Finally, Section 4 concludes and prospects future work.

2

Structural Uncertainty

In [8] we introduced the notion of polymorphism as
a characteristic of the functional organization of websites as instances of hypertext types. It occurs if the
same expression unit (e.g. a web page) manifests several functions of a webgenre by distinct segments. We
have shown that polymorphism makes hypertext categorization a hard task [8]. In this section, we compare polymorphism with ambiguity, polyfunctionality,
vagueness and temporal variability as alternative aspects of the structural uncertainty of hypertext types.
This is done in order to clarify the machine learning
task induced by polymorphism.
We start from a form-meaning model in which segments of websites (e.g. web pages, their segments and
hyperlinks) are distinguished as manifestation units
from functions served and meanings encoded by these
units:
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• Firstly, we suppose a segmentation S = {si | i ∈
I} of a website x ∈ S which segments x into manifestation units si ∈ S.

for search engines that are sensitive to the segmental structure of websites and their pages. As
an example think of a wiki-related search engine
where users do not only want to retrieve relevant
articles, but need to get the exact section answering their query. It is this segmentation-sensitive
search scenario which makes polymorphism a relevant problem in hypertext categorization. Obviously, mapping s onto all categories served by its
segments does not suffice as we first need to decompose s in order to know which segment serves
which category (cf. [9]). Note that polymorphism
is a trivial consequence of superization, that is,
constituents (e.g. phrases) of complex signs (e.g.
sentences) normally diverge in terms of the categories (e.g. phrase types) they serve. But as far
as the segmental structure of hypertext units is
partly manifested by hyperlinks (as, e.g., in the
case of portals in Wikipedia), polymorphism is
specific to hypertext categorization where segmentation has to go along with processing these links
(see below).

• Secondly, we suppose a set of (e.g. functional or
semantic) categories C = {c1 , . . . , cm } together
with a relation F ⊆ S × C where (s, c) ∈ F iff
segment s serves the function, has the meaning or
is of type c whether as a whole or because of one
of its segments.
Without loss of generality we say that segment s
serves the category c iff (s, c) ∈ F . Let now s ∈ S
be a segment of x and σS=s (F ) = {(s, c) ∈ F | c ∈ C}
such that |σS=s (F )| > 1. Then we distinguish five
types of structural uncertainty in terms of σS=s (F ):
• Ambiguity occurs if the available information
provides evidence for mapping s as a whole (e.g.
a web page as a constituent of the webgenre conference website) onto several categories c ∈ C
(e.g. call for workshops, call for papers or call
for posters) where, actually, s serves a single category. As a whole means that s has no constituent s0 ∈ S which instead of s serves any of
these categories. We call the elements of the projection π(σS=s (F ))[C] = {c | (s, c) ∈ σS=s (F )}
of σS=s (F ) onto C competing interpretations of
s. In accordance with [5], the selection σS=s (F )
is said to be non-specific in proportion to the
number |σS=s (F )| of these interpretations, dissonant in the case that π(σS=s (F ))[C] is partitioned into two disjunct sets which map opposite, but nevertheless non-specific interpretations,
and, thirdly, confuse to the degree that the latter
partition contains more than two sets. As ambiguity presupposes that s actually serves a single,
though underspecified category, this case of informational uncertainty matches the classical application scenario of disambiguating competing categorizations. Therefore, it is not specific to hypertext categorization, but solvable by extending the
informational input to categorization.
• Polyfunctionality occurs if the available information provides evidence for mapping s as a
whole onto several, but noncompeting interpretations c ∈ C. This case supposes that s simultaneously serves several categories so that
π(σS=s (F ))[C] might be called the set of concomitant interpretations of s. Obviously, this scenario
matches the multilabel categorization paradigm
and, therefore, is likewise not specific to hypertext
categorization, but manageable by extending the
categorization function to a relation.
• Polymorphism occurs if the available information provides evidence for mapping s onto several
categories c ∈ C where each of them is served by
a separate segment of s, but not by s as a whole.
A special case of this occurs if s serves the same
category several times by separate segments. At
first glance, polymorphism might be considered
as a sort of polyfunctionality and, thus, to be
manageable in terms of a multilabel categorization. Actually, this is inappropriate if we look

• Vagueness occurs if the available information
provides evidence for mapping s onto a category
to a degree smaller than one. In this case, F
is generalized to a fuzzy relation over S × C
where µF (s, c) denotes the membership degree.
Although categorization is almost always vague
in this sense, vagueness is normally abstracted by
a sort of signum function where above a certain
threshold a segment is said to serve the focal category and otherwise not. Obviously, this type of
uncertainty is not specific to hypertext categorization.
• Temporal variability relates to the life cycle
of hypertext types whose instances normally retain their access point (i.e. URL) while they age.1
That is, if a corpus of, e.g., conference websites
is built at a certain point in time it may contain instances of completely different time stages
(e.g. call for papers, submission closed, conference
over ) of the life cycle of that webgenre. Note
that the membership to such a stage is normally
implicit (where the archive function of wiki-based
systems is just an exception). This kind of temporal variability or structural fluency is untypical to
text categorization which deals with “completed”
texts whose change history is disregarded. Thus,
this sort of uncertainty is specific to hypertext categorization.
Note that aspects of informational uncertainty
which are said to be nonspecific to hypertext categorization are nevertheless relevant to it. Note further,
that these aspects may co-occur. Polyfunctionality cooccurs, for example, with vagueness, if s serves several
functions as a whole, but each of it to a separate degree. Likewise, ambiguity and polymorphism co-occur
if separate constituents of s serve different functions
where at least one of them is ambiguously attributed
to different categories.
1

Of course, things get more complicated if this access point
changes, too.
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Fig. 1: Alternative instantiations of a webgenre indicating a spectrum of structural equivalents in web-based
communication—filled squares denote web pages, white squares represent segments and arcs denote hyperlinks.
Because of its relevancy to hypertext categorization
we now focus on polymorphism which becomes a serious problem, if webgenres are categorized in terms of
layout units (e.g., web pages) as done by the majority of approaches to hypertext categorization (cf. [7]
for an overview). This is demonstrated in Figure 1
where the same instance of a webgenre is transformed
into structurally divergent, but supposably functionally equivalent documents: Variant A, for example,
consists of a single page which in variant C is broken down into different ones. More specifically, C
uses hyperlinks to manifest a subordination hierarchy
which A manifests as an inclusion hierarchy. Variant B—which only partly breaks down A’s inclusion
hierarchy—is settled in-between these extreme cases.2
Figure 1 demonstrates a spectrum of structural variants whose distribution is approached in Section 3. Its
empirical relevancy has several implications to hypertext categorization:
• Firstly, there is no unique vertical order of layout
units into graph levels if these levels are specified
in terms of hyperlinks: Supposed that the variants A, B and C are functionally equivalent, it is
hardly possible to speak of their leveled organization which is immediately alignable.3 Node 34, for
example, belongs to the putative level 1 in variant
A, while it belongs to the putative levels 2 and 3
in variant B and C, respectively. That is, layout
units as web pages lack a reference point which
guarantees comparability along their arrangement
into levels.

over several pages. This is most drastically shown
by variant C in contrast to variant A.
Obviously, the true reference point of segmenting
polymorphic units in hypertext categorization is the
website as a whole. That is, properly categorizing
webgenres presupposes to delimit their instances—
internally and externally. Once more, it is the mixing of subordination and inclusion hierarchies within
various instances of the same webgenre which complicates this delimitation task as exemplified in Figure 2:
Supposed that all pages in variant C are monomorphic, node 1 in A and node 22 in B are polymorphic. The problem induced by this polymorphism is
not that variants A, B and C are incomparable—as
a matter of fact, they are supposed to be equivalent
in terms of the categories they serve. Rather, their
comparison cannot rely on web pages. That is, providing a proper tertium comparationis presupposes to
break down polymorphism starting from websites as a
whole so that putative structural differences based on
polymorphism are removed. In [7], we call this tertium
comparationis the logical hypertext document structure
of websites.
Based on these specifications, we can now dispute
two predominant premises of hypertext categorization:
• Firstly, we make a distinction between the visible
layout and the hidden logical document structure
of instances of hypertext types.
• Secondly, we do not view web pages as the primary instances of webgenres. Rather, we focus
on websites as the relevant manifestation units
of hypertext types which in some cases might be
manifested by single pages. Thus, we necessarily view hyperlink structures as an indispensable
resource of delimiting hypertext types.4

• Secondly, there is no unique horizontal order of
layout units into sibling vertices: Node 34 in B
cannot be uniquely identified as the neighbor of 33
as long as there is evidence that the functionally
equivalent variants A and C map the same nodes
onto different levels.
• Thirdly, there is the fallacy of missing structure:
Focusing on web pages as the input units to hypertext categorization bears the risk to mistakenly leave out structural information distributed
2

3

Note that ideally variant C breaks down the inclusion hierarchy of A in a way that none of its web pages is anymore
polymorphic.
[6] reports on an analysis in which the maximum website level
is 179.

So far, we have diagnosed that temporal variability and, especially, polymorphism, are specific to hypertext categorization which demand to revise or at
least to extend its underlying apparatus. The next section sheds light on the distribution of polymorphism
in three webgenres.
4

This is certainly self-evident. However, as most experiments
in hypertext categorization focus on pages only, they disregard hyperlink structure.
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Fig. 2: Schematic model of a multidimensional Zipfian distribution of hypertext graphs as instances of hypertext
types.

3

An Empirical Study of the
Distribution of Hypertext
Structures

What can we say about the distribution of the instances
of hypertext types in terms of their structure? In order
to tackle this question we concentrate on the impact of
polymorphism as motivated in Section 2 (leaving out
the temporal variability for future work). As explained
above, we expect to find a wide range of structurally
divergent instances of the same type which complicates
their classification. This can be explained as follows:
In Figure 1 we have distinguished three prototypical examples which span the spectrum of polymorphic
websites as extreme cases: starting from polymorphic
websites (Case A) going via intermediary cases (Case
B) to non-polymorphic ones (Case C). Now we ask
about the frequency distribution of these and related
cases. In order to motivate this, look at Figure 2. It
shows a putative distribution of the structural patterns
in question: A large set of highly polymorphic websites
which all consist of a single page switches over very
rapidly into a set of more structured websites till we finally reach the very small set of highly structured ones
(characterized by a large number of pages spanned by
a deeply as well as broadly structured kernel tree in
conjunction with many cross-referencing links).
Actually, Figure 2 manifest a hypothesis about the
distribution of the instances of a given hypertext type
in terms of their structure. It prognoses that this distribution resembles a multidimensional Zipfian distribution which might be fitted by a multidimensional
power law by simultaneously reflecting several structural characteristics (e.g. size, height or width of the
corresponding graphs and trees, respectively). As the
fitting of such a multidimensional distribution is difficult, we follow an alternative approach: First, we independently observe and fit the distributions of some
quantitative characteristics of hypertext graphs, test
whether we can successfully fit corresponding power
laws in each of these cases and finally show that the

Fig. 3: A schematic model of a generalized tree.
characteristics in question correlate positively so that
the hypothesis of a multidimensional Zipfian distribution of hypertext graphs of the same webgenre is supported. An interesting byproduct of this approach is
that we might also find evidence for the non-existence
of a typical instance of the respective hypertext type
supposed that the exponents of the successfully fitted
power laws fall below a certain threshold [11]. Obviously, it is worth deciding this question.
In order to do this and thereby measuring the extent
to which polymorphism is a prevalent characteristic of
hypertext types, we now analyze the distributions of
several structural characteristics of so called hypertext
graphs. Hypertext graphs have been introduced as a
graph model of hypertext types on the level of websites [7]. Generally speaking, hypertext graphs are
generalized trees [4] which consist of a kernel tree in
conjunction with graph-inducing across, up and down
links – see Figure 3 for a schematic model of generalized trees.5 The first step to measure polymorphism is
to automatically map each input website on its corresponding hypertext graph model – as described in [8]
5

See [10] for an extension of generalized trees as a text representation model.
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Table 1: The corpora and some of their quantitative characteristics (showing the respective min and max value
using web pages as the counting unit).
hypertext type
city websites
conference websites
personal academic homepages

#websites

language

size

height

width

180
1,460
1,350

German
English
English

(1;2094)
(1;1130)
(1;1258)

(0;28)
(0;23)
(0;10)

(1;1866)
(1;1079)
(1;1100)

– where vertices denote web pages and directed edges
represents hyperlinks connecting these pages. As a
result, we get three corpora of hypertext graphs as
summarized in Table 1, that is, of the genre of conference websites, of personal academic homepages and of
city websites. The reason to analyze the first two webgenres is that they have already been analyzed in the
literature on hypertext categorization (cf., e.g., [13]).
The third type is added to extend the basis of comparison.
In order to analyze the structural diversity of the instances of these types, we concentrate on the following
quantitative characteristics of hypertext graphs:6
• Out degrees: Our first characteristic is the out
degree on the level of web pages. The out degree
of a web page is the number of edges starting from
that page. Obviously, hyperlinks induce directed
edges including across, up, down and also external
links (leading out of the focal website). As we take
all these types of links into account we operate on
generalized trees. Note that we consider multiple
and even parallel edges linking the same vertices
(i.e. hyperlinks that are anchored at different positions of a page). Starting from the distribution
of the out degrees of all page nodes of all hypertext graphs of a given webgenre corpus we build
the rank out degree distribution of that corpus in
which the page with the highest number of outgoing links has the highest rank followed by the
page with the second highest out degree etc. Note
that this is the sole distribution considered here
which refers to web pages as the reference point
of distribution building – in all other cases, websites are referred to as sampling units. One reason
to include page-related out degrees as a quantitative characteristic of genre-specific websites is to
show that linking has a Zipfian preference order
by analogy to the Web as a whole [12].
• Size, height and width: The second characteristic is the size of websites in terms of the number
of their constitutive pages. We build a rank size
distribution per corpus which is input to curve
fitting in order to clarify the Zipfian nature of
the distribution of this feature. The same is done
with the width (i.e. the number of leafs) and the
height (i.e. the maximum geodesic distance from
the root of the kernel tree of a hypertext graph
to its leafs). The size, the width and the height
are computed for the roots of the kernel trees of
the corresponding hypertext graphs so that these
6

See [3, ] for the role of quantitative indices in hypertext modeling.

characteristics are actually computed per website.
Thus, the rank size, width and height distributions are – as all other distributions introduced
subsequently – website-related.
• Depth imbalance: As a measure of the imbalance of the kernel trees of hypertext graphs we
compute their Absolute Depth Imbalance (ADI)
according to [2]. Starting from an input vertex v, this measure basically computes the standard deviation of the adjusted heights of v’s child
nodes. As before, we compute the ADI for the
root vertex r of the kernel tree T of each hypertext
graph of our webgenre corpora, where the higher
ADI(r) ∈ R+ the higher the variance among the
heights of r’s child nodes, the more imbalanced T .
• Child imbalance: By analogy to the ADI we
also compute the Absolute Child Imbalance (ACI)
[2]. Whereas the ADI evaluates imbalance in
terms of the heights of child nodes, the ACI focuses on the sizes of the trees dominated by these
nodes. As before, size is measured as the number
of vertices of the respective tree. Obviously, the
ADI also reflects the width of a tree and, thus,
provides complementary information to the ACI.
• Compactness and stratum: Finally, the stratum and the compactness measure – as introduced
by [2] – operate on graphs, that is, in the present
case on generalized trees. The Stratum (Stra) is a
metric which measures, so to speak, the deviation
of a given hypertext graph from a purely linearly
organized graph with the same number of vertices
where a stratum of 1 indicates a maximally hierarchically organized hypertext. The Compactness
(C) analogously varies from 0 (i.e. graphs that
are completely disconnected) to 1 (i.e. hypertexts
that correspond to completely connected graphs).
Other than stratum which explores hierarchical
structures, the compactness focuses on the role of
cross-referencing links, that is, of up, down and
across links whose usage raises the degree of connectedness. Other than the ACI and the ADI
which measure the imbalance of trees, stratum
and compactness operate on graphs and thus provide additional information as they also explore
graph-inducing links.
The results of fitting the rank distributions of these
characteristics for the three webgenres considered here
are reported in Table 2. We observe that except for the
stratum and the compactness distribution (and a sole
exception) all other six characteristics are distributed
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Table 2: Results of curve fitting based on either the power law (pl) model c · x−α or on the exponential (exp)
model c · e−α·x . A is the corpus of city websites, B the corpus of conference websites and C the corpus of
personal academic homepages. The quantitative characteristics operate on either the kernel Tree (T) or on
the Generalized Tree (GT) as the focal graph model (GM). All values are round to 2 decimal places. R̄2 is
the adjusted coefficient of determination. The column focus distinguishes fittings based on the rank and on the
complementary cumulative (cc) distribution.
A
distribution

focus

GM

fitting

size
height
width
out degree
child imbal.
depth imbal.
stratum
compactness

rank
cc
rank
cc
rank
rank
rank
rank

T
T
T
GT
T
T
GT
GT

pl
pl
pl
pl
pl
pl
exp
exp

α
0.73
0.18 (exp)
0.76
1.1
0.84
0.53
0.81 (pl)
0.014

according to some power law indicating a Zipfian behavior in terms of very skewed distributions. In the
case of the rank size distribution this means, for example, that there is only a very small set of websites
consisting of very many pages while there is a large set
of websites each consisting of a single page. This holds
for all three webgenres. The same can be said for the
out degree, height, width as well as for the child and
depth imbalance distributions of the sites and pages
analyzed (the only exception is the height of city websites). A note on fitting: We do not consider grouping
which is a usual method to deal with ‘fraying tails’. In
some of the cases, we start instead from the complementary cumulative (or Pareto-like) distribution derived from the corresponding rank distribution to get
the value of the exponent α which maximizes the determination coefficient among all candidate functions
when fitting the power law model cx−α .
The next step is to evaluate wether the ranks of
the websites of a webgenre computed according to the
rank distributions induced by the eight characteristics
correlate or not. If so we would know, for example,
that a large website (in terms of its size) tends to be
deeply and broadly structured in terms of its height
and width. Table 3 shows that in the case of conference websites this is true for most of the characteristics. More interestingly, this is always true for personal
academic homepages: Whenever we have such a homepage in our corpus with a large amount of absolute
depth imbalance it also tends to have a high value of
height, width and size. Alternatively, a compact personal academic homepage tends to have a hierarchical
structure (i.e. a high stratum value) while a low value
of compactness goes together with a lack of hierarchical structure. These and related positive correlations
are reported in Table 3 which is in support of a multidimensional Zipfian distribution in the case of personal academic homepages and of conference websites
(though to a minor degree because of some insignificant and negative correlation, respectively). In contrast to this, the smaller corpus of city websites does
not confirm this picture – whether this is due to the
small corpus size or to the fact that this is a feature
of that webgenre cannot be answered here. Anyhow,

B

C

R̄2

α

R̄2

α

R̄2

.97
.95
.97
.99
.96
.94
.99
.98

1.2
3.57
1.2
2.28
0.82
0.42
0.003
0.002

.93
.97
.94
.99
.93
.96
.99
.96

1.29
1.58
0.77
2.03
0.81
0.45
0.01
0.004

.99
.99
.91
.99
.90
.94
.99
.95

the results of Table 3 support the view that there are
different structural classes within the same hypertext
type whose frequencies tend to be distributed according to a power law. Interestingly, this means that there
is a large class of websites which hide, so to speak, their
structure within a couple or even a single page – this
observation confirms approaches which focus on page
internal structuring as done by Rehm [13, 14]. But
the results also show that the other half of websites
tends to be well structured by means of hyperlinks so
that we shall not omit these structural classes. This
diagnosis is confirmed by some of the absolute values
of the exponents of the power laws being fitted which
because of being smaller than 2 (or 1 in the case of
rank distributions) indicate the non-existence of a finite expectation value (cf. [11] for the details of this
argumentation). Thus, the corpora analyzed so far do
not allow to speak of a typical hyperlink-based website
structure. Of course, this negative result includes the
class of “unstructured” websites each of which consists
of a single page. Rather, in order to cover a given webgenre we need to take all structure classes into account.
A last remark on fitting: So far we did not control the
effect of temporal variability which may displace the
distributions unexpectedly. Future work will need to
control this impact in order to give a more reliable
picture of the genre-sensitive distribution of hypertext
graphs.
Summarizing our findings w.r.t genre-sensitive
search engines, we come up with the following diagnosis: As far as we need search engines that can retrieve
query-related segments above and below the level of
web pages we need to deal with polymorphism of websites. Because of the Zipfian distribution of hypertext
graphs this seems to be a hard task as we cannot train
our algorithms to a sort of typical website structure.
Rather, we have to adapt our algorithms to several
different classes thereof.

4

Conclusions

In this paper we have presented a quantitative analysis of the instances of three hypertext types. A basic
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Table 3: Rank correlations ρ of seven quantitative characteristics of city websites (A), conference
websites (B) and of personal academic homepages
(C). The characteristics are Compactness (C), Stratum (Stra), Absolute Child Imbalance (ACI), Absolute Depth Imbalance (ADI), Height (H), Size (S) and
Width (W). All values are rounded to two decimal
places. Rank correlations which are judged to be insignificant due to a t-Test are underlined (α = 0.05;
H0 : ρS = 0).
A C Stra ACI ADI
H
S W
C
1 0.32
0 0.07 -0.56 0.11 0.15
Stra
1 0.04 0.16 -0.5 0.16 0.2
ACI
1 0.77 -0.36 0.72 0.71
ADI
1 0.13 0.59 0.62
1 0.03 0.18
H
S
1 0.99
W
1
B C Stra ACI ADI
H
S W
C
1 0.27 0.48 0.18 -0.35 0.15 0.12
Stra
1 0.4 0.53 0.23 0.53 0.51
1 0.58 0.03 0.51 0.47
ACI
ADI
1 0.87 0.98 0.98
H
1 0.91 0.92
S
1
1
W
1
C C Stra ACI ADI
H
S
C
1 0.86 0.97 0.93 0.87 0.94
Stra
1 0.94 0.98 0.99 0.97
ACI
1 0.98 0.94 0.99
ADI
1 0.99
1
H
1 0.98
S
1
W

W
0.94
0.97
0.99
1
0.98
1
1

result of our study is that there exist highly skewed
distributions of the instances of the genres involved.
This indicates the need to explore the logical document structure of websites or, at least, to distinguish
structural classes in order to overcome negative implications of this skewness. Future work will deal with
both of these approaches: (i) adapting methods of web
structure mining to the specifics of these structural
classes and (ii) exploring the logical document structure of different webgenres. By means of this we expect to contribute to making search engines webgenresensitive. The reason is that this research focuses on
identifying segments of pages as well as of websites
and, thus, on overcoming the limits of page-centered
search engines.
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für Web-basierte Suche – Einführung, Techniken und Projekte.
Künstliche Intelligenz, 4:11–17, 2004.

Acknowledgements
Financial support of the German Research Foundation
(DFG) through the Research Group 437 Text Technological Modelling of Information and through the
Sonderforschungsbereich 673 Alignment in Communi-

Proceedings of the International Workshop “Towards Genre-Enabled Search Engines: The Impact of NLP”,
Georg Rehm, Marina Santini (eds.), Borovets, Bulgaria, September 30, 2007.

Elements of a Learning Interface for Genre Qualified Search

21

Elements of a Learning Interface for Genre Qualified Search
Andrea Stubbe1 , Christoph Ringlstetter2 , Randy Goebel2
1

CIS, University of Munich, Oettingenstr 67, D-80538 München, Germany
E-mail: stubbe@cis.uni-muenchen.de
2
AICML, University of Alberta, Edmonton, Canada T6G 2E8
E-mail: kristof,goebel@cs.ualberta.ca

Abstract
Even prior to content, the genre of a web document
leads to a first coarse binary classification of the recall
space in relevant and non-relevant documents. Thinking of a genre search engine, massive data will be
available via explicit or implicit user feedback. This
data can be used to improve and to customize the underlying classifiers. A taxonomy of user behaviors
is applied to model different scenarios of information
gain. Elements of such a learning interface, as for example the implications of the lingering time and the
snippet genre recognition factor, are discussed.

1

Introduction

Given a web user’s information need, even prior to content,
the genre of a web page leads to a first coarse binary classification of the recall space in immediately rejected documents and such that require further processing. Current
search engines leave this filtering procedure entirely to the
user. However, the engineering of next generation retrieval
systems has to pay more attention to genre as a selective
dimension of an increasingly less concise document space
[4, 5]. Automatic classification of document sets, for example into shopping portals, scientific papers or personal
web pages, can make a big difference in regards to the number of documents that have to be checked for relevancy and
by that significantly reduce the user’s cognitive load. With
the rising commercialization of the web, abounding for example with “spam shops” that dominate the recall of more
casual search interests, the partition of the result set into
genre is the only way to deliver access to the relevant documents in numbers above mere coincidence. Thus, a next
generation search engine interface must allow the user to
qualify her keyword based search by one or more web genres that efficiently constrain the space of potentially relevant documents.
If such an interface is available in public, a steady stream
of user events will arise. These behavioral observations
have to be turned into meaningful data to adapt the initial configuration of the underlying classifiers: either to improve the performance of the initial classifiers or to adapt
to genre shift. The classification process has to be tuned
by permanent learning. All attempts to aquire such data
from a running system have to consider the user’s level of
explicitness and cooperativeness. We formulate different
scenarios for information gain representing different degrees of uncertainty. Discussed in detail are the aspects
of a silent genre interface where the user’s statements on
the genre of a document are only provided implicitly. In

that connection, two qualities play a decisive role: first,
knowledge about the implications of the lingering time, the
time a user spends with a certain web page, will help to
improve the precision of the genre classifiers; second, the
snippet genre recognition factor, the percentage of documents whose genre a user can identify by only referring to
the snippet, influences possible improvements of recall by
observing the user retrieving pages not classified as belonging to the initially selected genre.
To investigate the adaptability of different genre classifiers, we will simulate the user feedback on genre labeled
result sets using annotated corpus data. Our intention is
to give an overview of the challenges of dynamic classifier
adaption based on data of different quality. We try to provide an idea about the amount of noise and incompleteness
that is tolerable for a successful update functionality.
In Section 3, as a starting point, we describe a hierarchical classification schema of document genres. Section 4
addresses our approach for genre classification. In Section 5 we describe a possible search engine interface that
provides features for genre classification. In Section 6 we
introduce a taxonomy of user behaviors together with their
consequences for gathering information. Section 7 provides strategies for incremental classifier adaption. First
experiments on the snippet recognition factor are given in
Section 9. In Section 10 we describe the experimental results on classifier adaption. The conclusion comments on
future directions of the research dedicated to an improved
interface for document search.

2

Related work

Boese and Howe [3] state that users often have a certain
genre in mind when conducting a search task. In user studies, Meyer zu Eissen/Stein [15] and Rosso [19, 20] both
received overwhelmingly positive feedback (nearly 100%)
on the question whether labeling texts according to their
genre would be useful in determining the relevance of a
document. However, these results so far have not been empirically verified. Rosso presented Google snippets (”surrogates”) with and without genre labels to a group of users.
He found no significant difference in the agreement between relevance judgment of labeled and unlabeled snippets and the document as well as in the time users needed
to rate the snippets. Joho and Jose [12] provide a scenario
to investigate the effects of enriched search result presentations (thumbnails and summaries) for relevance assessment
and query reformulation. Except for Rosso’s experiment
the findings imply that the search interface would be improved by adding further information such as genre labels.

Proceedings of the International Workshop “Towards Genre-Enabled Search Engines: The Impact of NLP”,
Georg Rehm, Marina Santini (eds.), Borovets, Bulgaria, September 30, 2007.

22

Andrea Stubbe, Christoph Ringlstetter, Randy Goebel

Implicit relevancy feedback is a research topic that with
the rising impact of commercial search engines attracted a
lot of attention. For a bibliography see [14]. The users’
preference of explicit and implicit relevance feedback in
dependency of the task complexity and the users’ retrieval
experience was investigated by White et al. [26, 27], continuing the work of Bell and Ruthven [2]. A first study
on the reliabilty of implicit relevance feedback was contributed by Joachims et al. [11].
Although genre classification is still a rater new and specialized field of research, already several authors have presented genre palettes and automatic classifiers. For a discussion see, for example, [15, 22]. With regards to the construction of the genre pallete, the majority of authors follows a top-down approach, often inspired by users studies.
An exception is the bottom-up experiment of Nilan et al.
[16] that, however, not yet has lead to a stable schema.

3

Document genres

In [25] we introduced a hierarchy of genres that tries to
meet the demands of genre focused partition of document
spaces.1 This hierarchy is used as a starting point to model
an interface for genre qualified search. The hierarchy, consisting of 8 container and 32 leaf classes, is presented in
Table 1. The containers of the hierarchy define a first classification level usable for coarse partition of the search space.
The leaf classes provide finer granularity, allowing a highly
focused search of web documents. With regards to classification errors, this hierarchical classification schema helps
to keep misclassifications within logically acceptable layers. From a user perspective, a misclassification of a commentary into another journalistic genre is by far not as embarrassing as, for example, a misclassification of a shop
portal as a scientific article.
Even though we are aware that the concept of genre
sometimes applies to parts of a document instead of the
whole [18], we determine genre on the level of a complete
web page because, so far, the page is the basic unit for
search tasks. To meet the challenge of mixed documents,
we allow the classification of one document into multiple
classes.
With regards to the main purpose of this study, the adaption of classifiers by user data, we exemplified results by
five genres: three rather distinct ones, blog (journalistic,
private,...), catalog (e-commerce shops, ...), faq (service
pages, hobby related) and two belonging to the same container, the journalistic genres news and interview.

A.Journalism
A.1 commentary
A.2 review
A.3 portrait
A.4 marginal note
A.5 interview
A.6 news
A.7 feature
A.8 reportage
B. Literature
B.1 poem
B.2 prose
B.3 drama

C. Information
C.1 science report
C.2 explanation
C.3 recipe
C.4 faq
C.5 lexicon, word list
C.6 biling. dictionary
C.7 presentation
C.8 statistics
C.9 code
D. Documentation
D.1 law
D.2 official report

D.3 protocol
E Directory
E.1 person
E.2 catalog
E.3 resource
E.4 timeline
F. Communic.
F.1 mail,talk
F.2 for.,guestb.
F.3 blog
F.4 formular
G. Nothing
G.1 nothing

Table 1: A hierarchy of genres
textlength, forms
length > 200 ∧ length < 6500 ∧ headlines < 3 ∧ sent > 1
personal pronouns
(pronoun2ndP norm < 0.3 ∨ pronoun2ndP norm < 0.9) ∧
dirSpeech > 6 ∗ pronoun2ndP ) ∧
((pronoun2ndP − 3) ∗ dirSpeech ≤ 0 ∨ pronoun2ndP < 3)
part of speech
verb ≥ 5 ∧ adj < 20 ∧ adjP ositivN egativ < 0.4
textual qualities
causalV ocab < 4 ∧ timeM arkers > 0 ∧
names < 15 ∧ questionmarksnorm < 0.01
numbers
ordN umbersnorm < 1.5 ∧ ordN umbers < 3
spoken/written text
(contractions < 0.4 ∨ dirSpeech > 0) ∧ contr./dirSpeech < 0.2
tense
verbsP astT ense < 0.18 ∧ verbsP astT. > verbsP resentT. ∧
verbsIngF orms > verbsP resentT ense

Table 2: The rule based classifier for the news genre.With
the superscript norm indicating normalization according to
text length.
speech, complex patterns, and combinations of all these.
Examples of features are content-to-code-ratio, average
line length, number of names, positive adjectives, dates, or
bibliographic references. An example of a high level structure is a casual style of writing that can be recognized by
the number of contractions (e.g. ”won’t”) and the use of
vague, informal, and generalizing words. When we put all
genre specific features together, the result is a global feature set with 200 different features.

4.2 Specialized classifiers

4

Static genre classification

As we argued above, genre classification helps to recognize unwanted documents and thus partitions the document
space into relevant and non-relevant documents. A kernel
issue underlying document classification is the selection of
features.

4.1

Features

Many kinds of features were considered to organize the 32
leaf genres, including HTML, form, vocabulary, parts of

For our specialized genre classifiers, we conducted an aggressive pruning of possible features. The goal was to allow only a small set of significant and natural features for
each single classifier. Feature selection was organized on
training corpora comprising 20 prototype documents for
each genre. The features were arranged into a conjunction
of single rules, applying a human supervised selection process that prevents overfitting by statistical coincidence on
small training samples.2 . As an example, the specialized
classifier of the genre news is defined by the conjunction
presented in Table 2.
2

1

The hierarchy extends previous work by [6, 7].

For additional information about the process of creating the classifiers,
please see [25]
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5

Search interface

The usual search interface has to be enhanced to give the
user the possibility to restrict his document search to certain genres. A genre attribute could be introduced as an additional optional criterion for experienced searchers, analogous to the filetype attribute most of the current search
engines provide.The yielding graphical interface is shown
in Figure 1. To enable an explicit feedback functionality, the result page has to be extended for example with
radio-boxes where the user can provide input on the genre
of a presented web page (Figure 1). Many variants of the
sketched interface are conceivable with a completely silent
interface as an extreme minimum in the spectrum of interaction that is supposed to minimize the cognitive load of
the user. This is an issue especially if more complex search
tasks have to be carried out [2, 27]. For the implicit case
genres have to be deduced from the gestalt of the query
combined with locally or globally aggregated knowledge
about the user. The feedback of the user with respect to the
suggested genre labels has to be deduced or induced from
his observable navigation on the result set [14, 26].
In extension to [1], we define a query as a non-empty
set of keywords and a genre label. A result set is a
set of ranked documents retrieved by the search engine
processing a certain query. Each result document is
annotated with a Boolean value referring to the genre
selected by the user. According to our interface, we define
two different kinds of user events: a retrieval click, the
watching of a certain document, and an evaluation click,
a user statement on the genre label of the document. The
evaluation click has the following value set: true (1),
false (0) and unspecified (0.5). An unspecified evaluation
slot can mean two different things: the user is unable to
specify the genre of the document or, more probable, he is
uncooperative in doing so. If we abstract from questions
of query refinement, we can look upon a query, its result,
and the click events as a unit denoted as a turn. Four cases
of annotated results, presented by the search engine, have
to be distinguished.
page x ∈ Ni
page x ∈ Ni
page x ∈
/ Ni
page x ∈
/ Ni

6

labeled as Ni
not labeled as Ni
labeled as Ni
not labeled as Ni

correct positive
false negative
false positive
correct negative

User behavior

To analyze the dynamics of a genre search interface, we
model different scenarios concerning the user’s readiness
to cooperatively evaluate the presented genre label.3 The
user’s behavior can be divided into four levels.
• Fully cooperative behavior. The user retrieves all
web pages of the result set and provides an evaluation statement of the annotation labels for the retrieved
web pages. Thus, each page of the result set turns into
correctly labeled data.
• Cooperative behavior. The user provides an evaluation statement of the annotation labels for the retrieved
web pages. Thus, each retrieval click leads to an evaluation click.
3
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As we will see, the fourth behavior is equivalent to the feedback mode
of the silent interface.

Fig. 1: Example of a graphical interface for genre constrained search and explicit user feedback. For the silent
interface, only a label with the genre is displayed.
(I)
(i)
(ii)
(iii)
(iii.a)
(iii.b)
(iv)
(v)
(v.a)
(v.b)
(II)
(vi)
(vi.a)
(vi.b)
(vii)
(vii.a)
(vii.b)

visited pages
user visits labeled page and confirms label
user visits labeled page and rejects label
user visits labeled page without evaluation
page was correct classified
page was false classified
user visits unlabeled page and sets label
user visits unlabeled page without setting a label
page was correct negative
page was false negative
unvisited pages
labeled page that was not visited
correct positive
false positive
unlabeled page was not visited
correct negative
false negative

Table 3: A taxonomy of feedback events

• Semicooperative behavior. The user provides an
evaluation statement only for a certain percentage of
the visited pages.

• Uncooperative behavior. The user provides no explicit information. Evaluation statistics can only be
derived implicitly from the visiting statistics of the
pages themselves.

These different attitudes towards evaluation of the system
interfere with the principal user behavior - pages watched
per turn, ratio between labeled and unlabeled pages visited - and constitute the fundamental user events summarized in Table 3. For semi-cooperative behavior, all events
are possible whereas cooperative behavior is inconsistent
with (I.iii) and (I.v.b) and uncooperative behavior excludes
events (I.i), (I.ii) and (I.iv).
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Adaption of the specialized genre
classifiers

of the disjunction that have confirmed the input document as Ni . Within the elements, we look for the
smallest sum of adaptions that prevent the positive
classification of the document.if the sum does not fall
bellow a minimum threshold that prevents adaption to
outliers or deliberately wrong feedback.
Constraint: Generally, the number of files for the relevant history that are classified correctly attendant on
the classifier adaption (new correct negatives) has to
be larger than the number of files that are now falsely
classified (new false negatives).

A necessary prerequisite to endow our static classifiers with
the capability of adaptive response to new information is to
rewrite them in disjunctive normal form (DNF). Generally,
this implies each alternative rule combination to be linked
to the other combinations by a logical OR. Within the disjunctive elements only connections by logical AND are allowed. Lower and upper bounds of the features’ numerical
ranges have to be explicit. Below we show a cross-section
of the catalog-classifier in its original and DNF form.
Cut-out original catalog classifier
currency > 3 ∧ f ormular > 0 ∧ currency Rel > 1.5 <
∨
currency Rel > 1.5 ∧ currency Rel < 20 ∧ currency > 5
Cut-out DNF catalog classifier
currency ≥ 3.1 ∧ currency ≤ P OS IN F ∧
f ormular ≥ 0.1 ∧ f ormular ≤ P OS IN F ∧
currency Rel ≥ 1.51 ∧ currency Rel ≤ P OS IN F
∨
currency ≥ 5.1 ∧ currency ≤ P OS IN F ∧
f ormular ≥ 0 ∧ f ormular ≤ P OS IN F ∧
currency Rel ≥ 5.1 ∧ currency Rel ≤ 19.9

To achieve a correct classification of the input document,
the adaptions of the ranges are normalized to values within
the interval [0..1]. The general adaption algorithm to process available information on the genre of an input file,
given the premise of a static feature space, has to distinguish between two different situations:
1. False negative: A document of genre Ni has not been
recognized as Ni . For every disjunctive element of
the classifier in DNF form, we compute the sum of
the required range adaptions to achieve a correct classification of the input document. The element with the
minimum sum is selected and its ranges are temporarily adapted if the sum does not exceed a maximum
threshold that prevents adaption to outliers or deliberately wrong feedback.
Constraint: The performance of this temporarily
adapted classifier is then computed for all documents
seen so far to find out whether the changes lead to
an overall improvement. Generally, the files that are
classified correctly attendant on the classifier adaption
(new correct positives) have to outnumber the files
that are now falsely classified (new false positives). In
particular, for the purpose of modeling genre-shift, i.e.
the modification of feature-value sets that determine a
genre, a temporal discount factor can be introduced.4
In the same way, preference for higher precision or
recall can be influenced by appropriate weighting. In
our experiments, we used the positive evolution of the
F1-measure as the constraint for rule adaption.
2. False positive: A document of genre Nj has been
falsely recognized as genre Ni . We identify elements
4

Genre-shift can happen globally, within the web community, or locally, for certain user aggregates or a single user.

8

User behavior and information
gain

Given the taxonomy of feedback events introduced in section 6, the question arises of how information can be
derived under the conditions of an increasingly realistic
model of user behavior. Two major problems have to be
faced: the loss of information, particularly important for
the use of annotated data in test environments involving
users, and the introduction of noise.

8.1 Fully cooperative User
The fully cooperative user provides the interface with complete information about the binary classification of the presented data. All documents of the result set are labeled
whether they belong to the desired genre or not. In this way,
the provided information is equivalent to a completely labeled additional dataset. However, a fully cooperative user
can only be expected if he has a very high personal interest
in the improvement of the classification. To reconcile to
a realistic search environment, we have to gradually adapt
this concept.

8.2 Cooperative User
A rational cooperative user will retrieve pages of the desired genre and will give feedback as to whether they were
correctly classified. If not enough positively labeled pages
are available, it can be assumed that the user will try to
identify documents of the desired genre by the snippet information (s.b.), retrieve pages, and give feedback on the
genre. With prior knowledge about the underlying genre
distribution and recall/precision of the basic classifiers, we
can model probabilities of the occurrence of useful events
for classifier adaption.
According to studies of standard search engines [8, 24],
the average number of visited pages per search session is
less than two and in most cases these two pages are retrieved from the first 20 hits of the search results. As is immediately clear, given a fair amount of genre labeled documents, an average number of only two retrieved pages per
turn leads to a strong preference of events that can help
to improve precision. To increase the number of negative
examples, under the condition of cooperative user behavior, we can force the user at the cost of immediate performance to provide more useful information. To prevent the
bias to precision related examples (positives) we initially
lower the ranges, thus deteriorating precision and enlarging recall. Since we know that the feedback will help us to
improve precision, we can recover to a higher level of F1
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performance. A shortcoming of this solution is that we can
lose the cooperation of the users altogether if we frustrate
them with too weak performance.

8.3

Semi-cooperative User

Under the assumption of non-sabotage behavior, the semicooperative case only reduces the amount of available new
data for the adaption process and can be modeled by the
cooperative case if enough explicite feedback data is available. Otherwise it will be modeled by the uncooperative
case.

8.4

Uncooperative User

With uncooperative user behavior, only the lingering time,
an implicit source of information, is available to generate
user statements. The lingering time of the user on a retrieved result page, depending on genre, topic, and model
exogenous factors, is transformed into a binary signal: if
it exceeds a certain threshold τ , a positive relevancy signal
for the document is assumed. Otherwise the document is
considered as non-relevant.
If we abstract from model exogenous events, a negative
signal means that the document is irrelevant either because
of the wrong topic or wrong genre. We could use such a
signal to derive evaluation data on genre classification for
the cases of false positives and correct negatives. Unfortunately, in a realistic scenario the precision of a search
engine with regards to topic seems to be far from perfect.
This prevents us from gathering reliable data on the correctness of the genre classification via a negative relevancy
signal.
This leaves the case where the lingering time exceeds
the threshold and a positive relevancy signal is hypothesized. This hypothesis is incorrect if the user stays
on the web page because of exogenous factors. The
two probabilities, P (relevant(x)|time(y) > τ ) and
P (¬relevant(x)|time(y) > τ ), can be estimated by frequency counts during a controlled user study.
If a document is actually relevant, this case again
can be further divided into relevancy of topic with
and without the document being of the desired
genre, P (c(x) = label(x)|relevant(x)), P (c(x) 6=
label(x)|relevant(x)).5 For a rational user of the genre
search interface, we expect the relevant cases that come
with the wrong genre to be much rarer than those with
the correct genre, P (c(x) = label(x)|relevant(x)) >>
P (c(x) 6= label(x)|relevant(x)).
After collecting data for the estimation of these basic
probabilities, the problem of data loss and introduction of
noise for the four a posteriori events of genre recognition
can be modeled:
(1) Document of desired genre. The case of a document x actually being of desired genre, c(x) = N desired
is subdivided into correct positives, c(x) = label(x), and
false negatives, c(x) 6= label(x). 6
(1.1) Correct positive. To get a positive relevancy signal
for cases where the correct genre has been recognized the
topic must be relevant. Insofar, we have to expect data loss
5
6

Note that the case with irrelevant topic and correct genre falls into the
category of non-relevant documents.
For the S
case of multiple desired genres, this has to be rewritten to
c(x) ∈ Nidesired .
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with a factor of 1 − precision(topic(x)) and a small data
gain via accidental confirmations by an exogenous event.
(1.2) False negative. The more interesting case, however, is the case where the document is of the desired genre
but was not recognized. Data gained for this case can improve the recall of the classifiers. As to the confirmation
by exogenous events the probability is the same as for case
(1.1). A difference exists concerning the loss of data. Not
only is data lost by irrelevant topic but also by the user not
recognizing the document as being of the desired genre.
The problem lies in the indirect access to the document
only enabled via the document’s snippet. Data loss is additional in the size of the snippet recognition factor (s.b.).
For both cases (1.1,1.2), we get no introduction of noise
since noise could only be introduced by a negative lingering signal. However, as mentioned, negative signals are not
reliable and because of that are left out of consideration.
(2) Document not of desired genre. As for the documents of a genre different to that desired, c(x) 6= N desired ,
we have false positives c(x) 6= label(x) and correct negatives c(x) = label(x).
(2.1) False positive. The problem with the data
gain for false positives is that they can be amplified
by a positive lingering signal. For the relevant documents, this is the portion where the topic is relevant and the genre is not, P (relevant(x)|time(x) >
τ )P (c(x) 6= label(x)|relevant(x)). For the non-relevant
documents where the genre was falsely identified as the
desired, this is the portion that is amplified by an exogenous event, P (¬relevant(x)|time(x) > τ )P (c(x) 6=
label(x)|¬relevant(x)).
(2.2) Correct negative. For the last case, the correct
negatives, in a rational environment where the user only
retrieves documents that he assumes to be of the wanted
genre, the introduction of noise depends on the snippet
recognition factor. If a document is retrieved via misrecognition of the snippet, it can be wrongly confirmed by an
exogenous event.
Since for the introduction of noise the correlation between relevancy and lingering time and furthermore between relevancy and genre relevancy is crucial and so far,
to the best of our knowledge, no experimental results are
available, in this paper we can only give experiments on
the question of how robust classifiers are against the introduction of noise. For the other central parameter of implicit
user feedback, the snippet genre recognition factor, we give
first experiments in the next section.

9

Experiments on the snippet genre
recognition factor

If a user retrieves a document from the result set despite
it not having been positively labeled, for the rational case
this means that the user concludes it does fall among the
desired genre. Since the document’s snippet is the communicative act of the search engine to feature the results of a
user query, it is fundamental for the implicit user feedback
how well the user performs in deriving the genre of a document from its snippet. A typical snippet can be found in
Figure 1. To the best of our knowledge no literature has
been established on the problem of the snippet recognition
factor. We give first experiments to open the discussion.
To this end, we used our annotated genre corpus [25]: we
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Genre
A.1 commentary
A.2 review
A.3 portrait
A.4 marginal note
A.5 interview
A.6 news
A.7 feature
A.8 reportage

P recision
42.86
68.42
84.21
45.00
90.90
32.35
34.48
35.71

Recall
48.00
52.00
64.00
36.00
40.00
44.00
40.00
40.00

Table 4: Users’ recognition of journalistic genres by snippets. Precision and recall in percent.
Genre
E.2 catalog
C.4 faq
F.3 blog
A.6 news

P recision
90.57
98.67
62.50
77.65

Recall
87.27
82.22
90.90
69.47

Table 5: Users’ recognition of the genres blog, catalog and
faq by snippets. Precision and recall in percent.

selected a document and set up a query to a search engine
(Google). The query was a combination of several keywords that the engine would use to construct the snippet
and a defining N-Gram to make sure the selected document
of the genre corpus would be retrieved.
For experiment (1) we chose the eight journalistic genres of our hierarchy and retrieved five snippets for each of
them. These 40 snippets were presented to five users with
the request to classify them within a time range of < 15
sec each. Table 4 shows the results. With an overall precision of 54.24% and a recall of 45.50%, the results point
to a high amount of data loss. The low recognition rate
could also lead to some amount of noise introduced by a
combination of falsely retrieved documents and exogenous
induced lingering.
On the other hand, the genres interview and portrait
seem to be identifiable with high accuracy. The variations
are caused by the differences in the communication of the
document genre by the snippet.
For experiment 2 we chose the more distinct genres:
blog, catalog and faq. Here 20 snippets of each genre
were presented to the five users. Additionally, we mixed
in 10 news documents. The results are summarized in Table 5. These more distinct genres seem to be much easier
to distinguish.7 Only for blog and news a higher number
of documents is confused. For faq pages the editors of the
pages take care that the acronym occurs in the heading of
the page. This heading is then communicated by the search
engine as the heading of the snippet which makes it very
easy for the users to recognize the genre. With restrictions
this is also true for blog, interview and portrait.
The data so far shows that for certain genres a significant
amount of noise and data loss has to be predicted while
for others the recognition rate is nearly perfect. We plan
to conduct a comprehensive user study for the complete
hierarchy.
7

Note that compared to Experiment 1, a higher baseline has to be taken
into account since in Experiment 2 only four different genres are classified instead of eight.

10 Experiments on classifier adaption
Different user attitudes towards system evaluation interfere
with the principal user behavior: how many pages visited
per turn and the ratio between labeled and unlabeled pages
visited. Consistent with [8, 24], we set, on average, a number of two retrieved pages per turn. If both labeled and unlabeled pages are present, the user visits the labeled pages.
If the turn derives only unlabeled pages, the user is assumed
to be able to derive the desired genre with a certain accuracy from the snippet (snippet genre recognition factor).
To conduct the experiments for classifier adaption, we
used annotated genre data. In the first experiment on the incremental adaption of three example classifiers, blog, catalog, and faq, we used the corpus provided by Marina Santini [21, 22] split into 160 documents for training and 40
documents for measuring recall. For the training/testing
with negative examples we used 620 documents of 31 different genres for training, enlarged by a random sample of
360 web pages, and 620 documents for the measuring of
fallout. From the training corpora, we randomly generated
48 result sets to simulate the user behavior. Each set consisted of 20 documents, containing on average 3 documents
of the desired genre.8
In the second experiment we used a collection of 400
documents for the two journalistic genres: interview and
news. For the negative examples we used a corpus of 1,000
random web pages from the Spirit Collection [13].
In addition to the adaption of our rule based classifiers, we give experiments on the performance of an SVMclassifier provided with an extended training set [9, 10]. To
reach comparability for each genre, we used only the aggressively pruned feature set of the specialized classifiers.
For the 32 genres of the hierarchy, our initial classifiers
showed on average a recall of 60.5% and a precision of
65.4% [25]. The performance of the single classifiers used
in the experiments on feedback are given in the respective
tables.

10.1 Fully cooperative user
The fully cooperative user provides the interface with complete information about the binary classification of the presented data, establishing a completely labeled additional
dataset. The results of the adaption process of the rule
based classifiers are shown in Table 6. We give results
for recall (R) and fall-out (F) for the original and for the
adapted classifiers. Recall is the percentage of the genre
set that is recognized, f (label(x) = Ni |x ∈ Ni ); fallout
is the percentage of the documents in the general data set
of distinct genre that are falsely recognized, f (label(x) =
Ni |x ∈
/ Ni ) .
In Table 7 we present the results of the adaption of a
SVM-classifier [9, 10]. Despite there have been proposals to incrementally adapt SVMs by estimating a neighborhood of the new data [17] most of the implementations
[28, 10] do not provide such a feature and a recomputation
of the complete data is needed. The adaptive results for the
aggressively pruned feature sets come close to the adapted
rule based classifiers. For one genre, faq, the algorithm did
not converge and a forced termination led to an extremely
8

Since topic was of no interest for this paper, it is reasonable to randomly generate the result sets.
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Genre
blog
catalog
faq
interview
news

RecallT est−Rule
72.50(57.50)
52.50(40.00)
77.50(52.50)
67.50(55.00)
30.00(5.00)

F alloutT est−Rule
1.85(0.13)
1.19(0.27)
4.29(1.20)
2.26(1.61)
12.00(1.50)

Table 6: Fully cooperative case:Results for Recall and
Fallout (in percent) of the adapted and the original classifiers (in parentheses). Test set for the first three genres,
homogeneous with the data of the adaption process (Santini corpus).
Genre
blog
catalog

RecallT est−SV M
72.50(65.00)
47.50(42.50)

F alloutT est−SV M
2.14(1.07)
1.37(0.31)

Table 7: Fully cooperative case:Results for Recall and
Fallout (in percent) of an SVM classifier trained on the the
extended and the original data set (in parentheses).
poor performance. We omit these results. Summarized,
even assuming a static feature space, a significant improvement of the classification can be achieved by using fully
labeled data.

10.2 Cooperative User
A rational cooperative user will retrieve pages of the desired genre and will give feedback whether or not they were
correctly classified. If not enough positively labeled pages
are available, it can be assumed that the user will try to
derive the missing label from the snippets, retrieve pages,
and give feedback on the genre. In an experimental run for
the faq corpus, out of the 48 result sets a feedback of 60
correct positives, 28 false positives, 6 false negatives, and
2 correct negatives emerged. Interestingly, for our experimental design, the rule classifiers can be improved significantly even by this small number of additional examples
(Table 8). This phenomenon can be described as a case of
active learning [23] in that only a few interesting examples
are enough to adapt the borders of a classifier.9 Also for
the two converging SVM classifiers the small amount of
additional training examples led to an improvement of F1
values (Table 9).
As a result of the experiments, we can state that by only
doing a fraction of the labeling we nearly get the same improvements as for the completely labeled data set provided
by a fully cooperative user.

10.3 Uncooperative user
Since the semicooperative case only reduces the amount of
available data, for the experiments, we skipped this case
and switched to uncooperative user behavior. With uncooperative user behavior, only the lingering time, an implicit
source of information, is available to generate user statements.
9

Note that we worked with a snippet recognition of 100%; if this parameter is reduced, we loose false negative examples that help to improve
recall.

Genre
blog
catalog
faq
interview
news

27
RecallT est−Rule
83.40(57.50)
52.50(40.00)
75.00(52.50)
65.00(55.00)
25.00(5.00)

F alloutT est−Rule
6.36(0.13)
1.06(0.27)
1.91(1.20)
1.93(1.61)
8.00(1.50)

Table 8: Cooperative case: Results for Recall and Fallout
(in percent) of the adapted and the original classifiers (in
parentheses) for the test set for the first three genres, homogeneous with the data of the adaption process (Santini
corpus).

Genre
blog
catalog

RecallT est−SV M
72.50(65.00)
45.00(42.50)

F alloutT est−SV M
2.14(1.07)
1.98(0.31)

Table 9: Cooperative case: Results for Recall and Fallout (in percent) for an SVM classifier trained on the the
extended and the original dataset.

For our experiments on the classifier adaption we deliberately introduced the basic probabilities of 0.9 for the
lingering time exceeding τ with given document relevancy
and 0.95 for a relevant document being of relevant topic
and relevant genre. The topic precision was set to 0.5.
Those values lead to a data loss of 45% for the correct
positives and the false negatives. By the exogen factors we
get a 12% introduction of noise, wrong positive amplification of documents that are not of the desired genre, for
the chosen correct negatives and the false positives. For
the introduced probabilities the adaption of the specialized
rule based classifiers leads to the results summarized in Table 10.
For the experiment with faq we received 0 feedback examples for false positives, 40 for correct positives, 6 for
false negatives, 0 for correct negatives, 1 noisy example for
correct positives and 7 noisy examples for false negatives.
In Table 11 we present the results of the adaption of the
SVM-classifier applied in a soft-margin version. For both
classifier types we observed fairly robust improvements despite the data loss and introduction of noise.

Genre
blog
catalog
faq
interview
news

RecallT est−Rule
72.50(57.50)
52.50(40.00)
67.50(52.50)
60.00(55.00)
10.00(5.00)

F alloutT est−Rule
2.26(0.13)
0.97(0.27)
1.91(1.20)
1.77(1.61)
4.50(1.50)

Table 10: Uncooperative case:Results for Recall and Fallout (in percent) of the adapted and the original classifiers
(in parentheses). Test set for the first three genres, homogeneous with the data of the adaption process (Santini corpus).
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Genre
blog
catalog

RecallT est−SV M
57.50(65.00)
45.00(42.50)

F alloutT est−SV M
2.14(1.07)
0.92(0.31)

Table 11: Uncooperative case:Results for Recall and Fallout (in percent) of SVM classifiers trained on the extended
and the original datasets.

[12] H. Joho and J. M. Jose. A comparative study of the effectiveness of search
result presentation on the web. In Advances in Information Retrieval, 28th European Conference on Information Retrieval, pages 302–313. LNCS, Springer,
2006.
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bibliography. SIGIR Forum, 37(2):18–28, 2003.
[15] S. Meyer zu Eissen and B. Stein. Genre classification of web pages. In KI,
pages 256–269, 2004.
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Conclusion

We introduced elements for the steady improvement of a
genre search interface. The interface exploits data derived
from observations of user behavior based on a taxonomy of
feedback events. For experiments with corpus based simulated user events, we could achieve significant improvements of the original classifier setup. The improvements
showed a remarkable stability against noise and data loss
caused by miscategorized user events for more realistic,
less cooperative user models.
With regards to the snippet recognition factor, we infer
from first experiments that the ability to identify the genre
of a document by its snippet varies significantly between
the genres. Overall, the recognition accuracy seems high
enough to derive data from events where the user chooses
a document that was not classified as the desired genre.
Our future goals are to provide a prototype of a genre
interface to collect data for the estimation of currently assumed probabilities, as, for example, the correlation between lingering time and the correctness of genre classification by snippets, and to extend the classifier adaption
from static to dynamic feature space.
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Abstract
The study applied the genre-theoretical framework to
explore conventionalization in content structure of selected
websites of two types (academic and corporate), originating in
USA and in English language. The analysis pointed to such
features of emerging genres as: conventional content
structures, geared towards their target audiences; type-specific
differences in link labels; and type-dependent differences in
form. The identified trends were translated into the prototype
content structures. The study produced implications for design
of websites and search engine algorithms, as well as tested
methodology for further research in the area of emerging
genre conventions in organization of Web-based content.

Keywords
Genre, website content structure.

1. Introduction
How many times, when feeling confused or lost on a
website, do we wish it were organized in a more userfriendly way? By “user-friendly” organization in this
particular case we mean — comprised of paths to the
information that are intuitive to the user (us that is!).
Information architects consider browsing, or navigation, a
primary way of using content and an important alternative
to searching [1]. In reality, however, browsing still is less
popular than searching.
But, has the Web reached the state when it can enable
such an intuitive navigation? People used to think of the
Internet as lacking organization [2]. There is a trend,
however, towards greater similarity (conventionalization) in
the organization of website content, or content structure,
which is displayed to and perceived by users. This
conventionalization is largely driven by industry practices
of information architecture and website design. Reliance on
the emerging standards for representation of information on
the Web has been widely advocated [3-9]. These standards
are thought to enhance the findability of web-based
information, because they are shaped through the common
practices of website design and use, and are often identified
and tested with the help of user studies. The major focus
thus far, however, has been on visual design aspects of the
website; little has been done to explore similarities in the
organization of websites’ content, both actual and as

perceived by users. But interface and content are closely
related and both are critical for the user seeking the
information. To address this gap, the study described herein
explored similarities in the observed content structure of
selected academic (EDU) and corporate (COM) websites.

2. Related Research
For this study of recognizable structures of websites, a
website was conceptualized as an information unit created
by a site sponsor for particular target audiences (discourse
communities). Thus, the theory of genre was chosen to
guide the study.
The notion of genre1 stems from the classic work by
Aristotle. Until recently, the concept of genre was mainly
applied to artistic and literary works. Now, increasingly, the
genre-theoretical framework is being invoked by a variety
of
disciplines
(linguistics,
discourse
analysis,
communication studies, to name but a few) to characterize
communications within a particular group, or discourse
community. While taking different perspectives on genre,
discipline-specific interpretations of the genre theory agree
that: i) genres emerge through, reflect, and are maintained
by shared communication practices; and ii) these practices
influence the structure of the community discourse, as well
as choices with regard to content and style [10-12].
Emergence of digital genres created a new context for
traditional genre theory and inspired new directions in
genre research, both theory- and practice-oriented. One line
of studies concerns itself with validating and extending
genre framework to suit the online environment [13, 14,
15]. Another line views genre as a user interface metaphor
that provides “a set of expectations with respect to structure
and content” and “a framework of familiarity for users of
disparate systems” [16, 17]. Conceptually close to this
interpretation of genre is a concept of the social-semantic
shape of digital documents [18-20]. This viewpoint merges
structure and content as the two major components of
digital documents, which play different roles in the process
of browsing or navigation.
1

The word ‘genre’ means ‘a type or class’ (The American
Heritage Dictionary of the English Language)
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From the applied perspective, the ultimate pragmatic
purpose of genre research has been to apply the knowledge
about genres of information packages in order to facilitate
their retrieval. The underlying rationale is that a document
genre forms a pattern, which is recognizable and
understandable by humans and which can, thus, be
translated into a format understandable by information
retrieval systems [21-25].
The research has mainly focused on Web-based content
at a page level. Studies applied page-level genre analysis to
study electronic newspapers [26], weblogs [27], online
bibliographies [28], homepages: personal [29, 30],
government [31], and corporate [32, 33]. Little attempt has
been made so far to apply genre analysis to an entire
website as an integrated information package. At the same
time, studies reported on considerable interrelatedness of a
site’s structural components [27, 33, 34]. Also, prior
research [35] demonstrated that knowledge of site content
structure beyond the homepage level markedly improves
the performance of a website categorization system.
Furthermore, the notion of website genre is already rooted
in the web design and information architecture: Van Duyne
et al. [8] propose detailed design patterns for eleven “site
genres,” which they distinguish on the basis of content,
audience, and “needs” (i.e. purpose). The concept of genre
here works as a frame of reference, helping organize
complex user requirements into comprehensible
information patterns
The study reported herein aimed to promote a holistic
view of a website as an integrated information package that
reflects the shared communicative purpose of particular
discourse communities. To that end, the study extended the
scope of application of the genre theory to explore the
extent of regularities in the content structure of websites.

3. Study Background
It appears useful to lay down some important definitions
first. As stated above, in this study, website was defined as
a conceptually and structurally coherent multimedia
information package designed by the site sponsor with
specific user communities in mind. Consequently, website
content structure was defined as a scheme of semantic
connections between different pages of a website, with
these connections expressed through hyperlinks. Then,
conventions in website content structure were defined as
consistent patterns in relating (linking) one kind of content
to another. For example, many university homepages
contain a link to information for prospective students; on
this page, among other resources for the students-to-be,
there is often a link to information about admissions, and so
on. Link labels such as Prospective students, Admissions,
thus, represent content available to the user on the
webpages to which they point, in the same way that drawer
labels tell one what to (hopefully!) expect upon opening the
drawer.

The study, piloted in 2005 [36], applied the analytic
induction approach [37] to explore the content structure of
the top 3 levels of university and corporate websites
originating in USA and in the English language.

4. Description of the Dataset
The sampling for the study used two methods. For
university sites, America’s Best Colleges 2005, a ranked list
of top national universities produced annually by U.S. +ews
[38], served as a sampling base.
Sampling of corporate sites had to be industry-specific
to ensure similarity of their audiences. To that end,
companies belonging to the telecommunications industry
were chosen. Categorization of business communities by
industry is frequently done with the help of industry
classification systems. For this study, the North American
Industry Classification System [39] was applied. The
sampling of corporate websites was conducted in the
OneSource [40] database of corporate information, using
NAICS code 5133* (telecommunications).
The initial sample included 123 university and 136
corporate sites. Next, a Perl script2 was run to collect the
desired elements of website content structure, namely: Page
Titles, Link Labels, and Level information. The script
produced .txt files, one for each website. Based on the
initial review of the data, the sites, where the script failed to
collect all the required data (e.g. the script could not handle
webpage coding in Javascript) or which yielded too much
data (i.e. unmanageable for a one-person study), were
excluded from the sample. The final COM set included the
data from 27 websites, and the EDU set ─ from 28 sites.
Although the sample appears small, one should bear in
mind that this was an exploratory study aimed to identify
rather than to verify trends, and to test the methodology
which can next be applied to study larger sets of websites.
Also, the saturation effect was observed by the author, both
in the pilot and in the full-fledged study: after 3 or 4 sites
had been analyzed, new data would add very few novel
topics.
The extracted elements of website content structure
constituted the units of analysis. In terms of these units, the
sample contained 578,795 page titles and link labels. Typespecific differences were apparent: the total number of page
and link units for the EDU sites were over 4 times greater
than that of for the COM sites. Also, the EDU sites, at least
on the top two levels, featured a greater average number of
links per page.

5. Data Analysis Results
Given the exploratory nature of the study, the analysis of
the data was conducted by the author following the analytic
2

The script was developed by the author with the major assistance
of Steve Rowe, software engineer at CNLP, and is available
upon request.

Proceedings of the International Workshop “Towards Genre-Enabled Search Engines: The Impact of NLP”,
Georg Rehm, Marina Santini (eds.), Borovets, Bulgaria, September 30, 2007.

Recognizing Genre-Like Regularities in Website Content Structure

induction approach. In particular, each unique link label
and page title were reviewed and assigned a particular
“topic”: what the page was about or what kind of content
the link pointed to. The identified topics were recorded for
further quantitative analysis using the ATLAS.ti [41]
software. Overall, the analysis identified 287 topics in the
dataset, of which 216 were observed on the EDU sites and
140 — on the COM sites3. The level of conventionalization
of a particular topic was assessed, at each level of analysis,
based on the topic frequency distribution across all websites
of the EDU or COM subset. For this, Nielsen’s [5] degrees
of conventionalization for website design elements were
modified by the author into the following degrees of
content conventions:
• High-level — identified in over 80% of websites
•

Pattern
Company | Corporate
(Info | Information |
Overview)?
Learn more about
[Entity]

•

Low-level — was present in 33-49%% of websites
Unconventional – found on fewer than 33% of sites

Also following Nielsen’s method, calculation of category
frequencies considered the presence of a particular
category, rather than its frequency of occurrence on a
particular page, which was likely to depend on many factors
including size of the website.
For each website, the analysis of content structure
covered the global navigation system, the homepage, and
the most conventional types of pages on Level 1 and Level
24. At the time of running frequency distribution analysis,
some specific, but conceptually related, topics were
combined by the author into more general groups. For
instance, such topics as history of and quick facts about, an
institution, as well as information about its governing
bodies became part of a broader ABOUT E+TITY topic.
The analysis produced prototypes of the observed
conventional content structures for these particular sections
of EDU and COM websites (Fig. 1-3, in the figures, topic
groups are distinguished by names in ALL CAPS). It should
be mentioned here that the analysis took into account only
the link presence and topicality, not the layout of the links.
The next step of analysis reviewed the labels of links to
the most frequent (i.e. conventional) topics with the purpose
of identifying consistent naming conventions, both within
and across the site types. Tables 1 and 2 below show the
identified labeling patterns for the About topic, with levels
of convention assessed using the above described method.
Table 1. &aming patterns for About topic (COM websites)

Pattern

Convention

Example

About (Us | [Entity])?

High

About Qwest

Convention
Low
Unconven.

Example
Company
Overview ,
The Company
Learn more
about Qwest

Table 2. &aming patterns for About topic (EDU websites)

Pattern

Convention

Example

About (Us|[Entity] |
About Texas
High
University)?
A&M University
Consider | Discover |
Discover UC
Explore | Experience |
Unconven.
Santa Cruz
Inside [Entity]
[Entity] | University
WSU profile
Unconven.
Profile
Legend key: [Entity] — name of a site sponsor;
| — OR connector;
? — a preceding term may occur 0 or 1 time

Medium-level — appeared in 50-79%% of websites

•
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For all identified labeling patterns, their pattern coverage5
was assessed. For most topics, pattern coverage constituted
60-70%%. About (COM context) and Visit (EDU context)
topics had the highest pattern coverage, and Service (COM)
topics had the lowest coverage.

6. Discussion of Results
The results of analysis of content structures of the top three
levels of university and corporate sites pointed to distinct
intra-type similarities and inter-type differences in these
structures.
On all horizontal levels of analysis (global navigation,
homepage, Level 1 & 2 pages), links to content categories,
which were relevant to a target audience of the particular
site type, achieved higher degrees of conventionalization,
being featured by the greater number of sites.

6.1 Global &avigation
For example, global navigation links enable direct, oneclick access to certain content from various pages within a
website. Navigation links appear in a consistent way on all
pages within the site, visually distinguished from other links
on a page by being placed on a separate bar and/or by
particular font settings. In addition to supporting user
orientation within the site, such links represent the top level
of a website’s content structure and indicate information
that the site’s sponsor believes to be of the most interest or
importance to the site audience [7, 8].
As Table 3 shows, COM sites had much higher overall ratio
of global navigation links to total links (47% vs. 11% on
the EDU sites). Also, in EDU context, the ratio of global
navigation decreased dramatically with every level away

3

Some topics were observed on both site types, thus, these
numbers do not add to 287.
4
Level 1 page is one step down from a homepage, Level 2 page is
the next step down from a Level 1 page.

5

A percentage of naming variants that could be described by the
identified linguistic pattern.
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from a homepage. On COM sites, this ratio did not change
much from Level 0 to Level 2. This can be partially
attributed to COM site designers’ following wellestablished conventions in global navigation. However, it is
also indicative of differences in the diversity of content
topics typically covered by COM vs. EDU site, as well as in
the share of site sections belonging to an entire entity vs.
particular departments within an entity.
Table 3. Global nav. link ratios by level and site type

EDU

COM

Level 0

35%

53%

Level 1

19%

54%

Level 2

10%

46%

All Levels

11%

47%

Furthermore, in the academic context, the most frequent
topics for navigation links included those specific to EDU
sites: Academic matters; resources for Prospective and
Current students; Alumni resources, Sports, Faculty, Staff,
etc. In the corporate context, the most frequently observed
topics were: About company, Products/Services, Contact,
Home link, and content related to policy and legal matters
(Policy). Also, although links to the ABOUT content were
comparably frequent on both site types, the groups differed
in more specific topics that comprised them. In the COM
context, the ABOUT group included, besides content About
organization, resources for investors, company history, and
information about corporate governance. On EDU sites, the
ABOUT group contained, besides links to content About
institution and its governance, information about the area,
campuses, and directions.

6.2 Homepage
Another good example is a homepage. One of the major
functions of a homepage is to convey to a visitor the gist of
the institutional identity of the site’s sponsor, as well as
information of most interest to the target audience. A
number of type-specific differences in the content structure
of COM vs. EDU homepages stood out (Fig. 1 and 2).
Notwithstanding the noticeably greater diversity of EDU
homepage content,6 41% of topics identified on EDU
homepages exceeded the minimum conventionalization
threshold (33%), compared to only 20% of conventional
topics on COM homepages. Topics that reached
conventional frequency levels on EDU homepages included
a number of type-specific ones, such as Prospective
Students, Current Students, Academics, Faculty, Staff,
Library, Research, Parents, etc. EDU homepages
overlapped with the COM ones in only a few conventional
topics: About, Contact, Policy, Home, and Employment.
6

Overall, EDU homepages featured about 1.4 times more
different topics (137 vs. 98) than COM homepages.

6.3 &aming Conventions
On the lexical level, conventional topics were consistently
referred to by particular terms and phrases. Additionally,
labeling patterns for topics, observed on both site types
(such as About and Employment opportunities), exhibited
type-specific differences in usage of particular words and
phrases. For example (Tables 1 and 2 above), the most
typical About pattern (About
(About
Us|
[Entity])?) was shared by the two site types. The less
frequent About patterns were type-specific: they would refer
to a corporate aspect of an entity (Company|
Corporate
(Information|Overview)?), or
emphasize an exploratory, knowledge discovery aspect of
joining a learning community (Consider|Discover
|Explore|Experience|Inside [Entity]).
Another example: Employment patterns included one
of the three Employment-relevant terms, regardless of the
site type. However, while Job* had a comparable
frequency of use in both contexts, Employment* was
used much more frequently on academic websites and
Career* on the corporate sites.
Pattern coverage ratio, essentially, indicates how
predictable the naming variants are and, thus, whether it is
feasible to describe them algorithmically. For instance, 90%
of observed link labels for the Visit topic can be translated
into linguistic patterns. This means that a text processing
algorithm, utilizing these patterns, could effectively achieve
high accuracy at recognizing Visit labels. By contrast,
pattern coverage of only 30% for the Service (COM) topic
means that most of Service labels are too unique to produce
an accurate and effective algorithm.
Thus, each of the two site types was found to have a
distinct conventional content structure, geared towards their
target audiences: prospective and current students and their
parents, alumni and donors (for EDU websites), and
customers and investors (for COM websites).

6.4 Type-specific Differences in Form
Also, certain type-dependent differences in form were
identified. COM websites featured a greater share of pages
conforming to a uniform, entity-wide style in visual design
and global navigation scheme. Academic sites were found
to retain such uniformity through the top one or two levels
only, and then break into department sections that tended to
have different, section-specific appearances and local
navigation schemes. This observation is indirectly backed
by the overall larger share of global navigation links in the
COM context, as these links typically present on entitywide pages.

7. Study Implications
The study bears a number of implications for future
research and practice. First, prototypes of conventional
content structures of the two site types can serve as
benchmarks for website designers to assess, how well the
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content structure of their website is in line with what is
currently common in their particular industry. Although the
prototypes produced by the study cover only top two or
three levels of websites, it was observed that, as a rule, all
major topics related to the entire entity (site sponsor) were
present on the top two levels of websites, regardless of the
site type. This observation is supported by the prominent
share of global navigation links in the link structure of the
top two site levels in both contexts. Thus, a quick analysis
of content structure of global navigation links and a
homepage appears sufficient to yield a representative
picture of the site content organization. This test can also be
used to estimate the degree of conventionalization of a
given website or a set of sites. It may also help identify a
yet unknown or an emerging genre, for instance, if a
particular content structure deviates significantly from the
prototype(s).
Second, the knowledge of genre-like conventions in
websites’ content structure and, particularly, structure
prototypes, developed from an extended sample, can help
design better web search algorithms. For instance, an
algorithm can take into account probability of observing a
particular kind of content (immediately or within n links),
given the observed kind of content. Also, search algorithms
that use linguistic information can benefit from the
knowledge of patterns in link labeling. This can be
especially useful for the search across several languages.
Also, the knowledge of content structure conventions
can be utilized as an additional feature(s) in algorithms for
website categorization by genre.
It is appropriate to point out here that such prototypes
may run the risk of converging to a “local maximum” by
emphasizing trends, which, though currently common, are
neither very advanced nor user-friendly. This potential
effect can be mitigated by a purposeful sampling to include
sites with high usability ratings (if those are available) or
those sponsored by leaders in a particular field (assuming
that their sites should be relatively well structured).
Another question arises: would support of the existing
conventions rule out any innovations as violating the
current expectations? As the related research showed [20],
people can adapt to changes and modify their expectations.
Thus, the designers should introduce changes, but do it
carefully and make user testing an integrated part of the
new design implementation.

8. Conclusions and future research
Content analysis of the selected academic (university) and
corporate (telecommunications) websites of US-based
organizations pointed to certain features of emerging
genres, namely: conventions in content structure and form
that reflected the sites' focus on particular discourse
communities (target audiences). Another important genre
characteristic, recognition of those conventions by the
members of the discourse community, was addressed by
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another phase of the larger study [42], which aimed to
assess to what extent users are aware of the observed typedependent conventionalization of sites’ content structure.
Future research should also address this study’s
limitations related to sampling conditions. In this study,
corporate websites demonstrated moderate similarity in
their content structure, although the latter was not as diverse
as on the academic websites. This is likely to be due to the
diversity of the corporate sample: although all sites were of
telecommunications companies, the sample included
companies of different size and product focus. Future
research may want to contrast corporate sites selected by
size (e.g. sales volume) and/or by more specific industry
criteria. Size-based selection appears to be more objective
and also unaffected by particular classification schemes or
database content. Furthermore, it might yield interesting
observations on the role of size and industry as
conventionalization factors. Similar analyses can be run on
other types of websites, such as news, e-commerce,
informational portals, etc.
A potentially valuable extension of this research is to
look across country and language barriers. To date, crosscultural and cross-language analysis of website content has
primarily originated in the field of communication research
[32, 43, 44]. Still, cross-language comparison of the
organization of website content has not been the subject of
research as yet. The methodology tested in this study can be
applied to assess the overlap between conventional
structures of sites of the same type, but created in different
languages.
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Figure 1. Conventional content structure of COM websites: Homepage and selected Level 1 pages (About, Employment)
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Figure 2. Conventional content structure of EDU Homepage
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Figure 3 Conventional content structure of EDU About and Employment (Level 1) pages
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Abstract
Blogs, like other kinds of electronic communication, are
often cited as having distinctive genre features, including
linguistic ones. This study examines a random collection of
posts taken from Italian online personal journals, with the
aim of confirming the claim that such texts are written
mainly in juvenile ‘Netspeak’. The results of comparing the
texts against a list of features reveal that only 10% of
personal journal posts include even a single occurrence of the
most marked ‘Netspeak’ features. On the other hand, such
features do seem to occur in personal journals only, while a
control corpus of thematic posts did not include any
occurrence of them.

Keywords
Blogs, subgenres, Italian, Netspeak, neostandard Italian,
classification, linguistic features, TEI

1. Introduction: the blogs and their
language
As noted by many linguists (e.g., [2], 109), we have few
precise data about the overall consistency of texts
published on the Web. This is also true for limited Web
subsets such as blogs, though in this case we do have
some industry estimates that seem more consistent and
reliable than, say, estimates of the number of Web forums.
The last available quarterly Technorati report ([16]) refers
to a total of 70 million blogs tracked since 2000, and such
an estimate can be considered a good starting point for
evaluating the genre. However, many blogs seem to have
been abandoned by their creators and, even if still
available on the Web, are probably read only exceptionally
([9], 8 shows some indirect evidence of reduced
interaction with old posts). It would therefore seem
useful, in order to describe the current situation, to focus
the study on the number of posts rather than on the sheer
number of blogs.
The above-mentioned Technorati report gives many
useful indications for this kind of study as well. For
example, blogs reportedly generate an average of 1.5
million posts each day, and monthly averages have been

more or less stable since the second quarter of 2005, after
which the expansion of the blogsphere seems to have
abated.
As for genre and contents, recent classifications such as
those included in [9] give emphasis to the “personal
journal” component of the world of blogs, while early
studies such as [3] attributed particular importance to the
“filter” function. Naturally, the available data in this
regard are also sparse. Although it is often acknowledged
that differences exist between, say, personal journals and
thematic blogs, when referring to linguistic features it is
still commonplace to speak of “blog language” as a
whole; a brilliant exception to this is given by [10] 1; see
also [5], 243-6.
This paper takes as the starting point for discussion the
idea that language features are linked not only to the
“blog” genre, but also to its subgenres.

2. Italian blogs
Unsurprisingly, current discussions of blogs and their
language usually refer mainly to texts published in
English. However, while a significant majority of the
World Wide Web seems to consist of pages written in
English, the same cannot be said of the world of blogs. In
his analysis of the “live Web”, [16] gives some figures for
the language distribution of blog posts, according to
which, the English language is used not only in a minority
of blogs (36%), but seems to be only the second most
used language after Japanese (37%), while Chinese
follows as the third most frequent (8%).
1

“In this study of stylistic features claimed to predict author
gender, we found genre effects, but no gender effect, in an
analysis of entries in random weblogs. This leads us to propose
that the functional requirements of the genres investigated – for
example, whether interactive or informative – lead bloggers to
employ certain kinds of language, irrespective of their gender.
We further propose that a more fine-grained genre analysis of
apparently gendered language use in other communicative
contexts might reveal genre to be a conditioning factor, and that
this approach should be pursued in future CMC research.” [10],
455.
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As for Italian, [16] ranks it as the fourth most used
language for blogs, with 3% of all posts. Italian comments
on this report ([21]) have noted that this 3% is equivalent
to 45,000 posts a day. Given an average of 0.75 daily
posts per active blog, as seen in tracking sites like
Blogbabel.it, [11] argues then that such a figure does
imply the existence of roughly 60,000 active Italian blogs.
In contrast, Splinder.com, the most popular Italian
blogging site, claims to host 200,000 blogs.
To date, no research study has attempted to pinpoint the
differences between Italian blogs and blogs in other
languages. However, blog texts appear to be more
connected to particular language communities than
traditional websites. Evidence in this regard is even
scarcer, but it seems likely that all the characteristic
features of blogs, including linguistic and genre-related
ones, will be different or will exhibit different distributions
depending on the language used (see [8] for Chinese and,
especially, [7] for Russian).
As a first step in validating such a hypothesis, a random
sample survey of 100 Italian blogs was carried out in
April 2007. The survey was conducted by performing a
query through Google Blog Search: the word e was
searched for, using the settings “Italian pages only” and
“Sort by date”. The resulting ‘hits’ of the Google Blog
Search were then opened, starting with the 39th page of
results, and the sites listed were visited and evaluated by a
human reader, excluding the (few) non-blog sites, until a
total of 100 blogs was reached.
Subdividing the examined blogs into the general contentbased categories of “thematic” blogs and “online diaries”,
the survey yielded the following results:
 thematic blogs: 59
 online diaries: 31
 unclassifiable: 10 (all of which with a “journal”

component; at least 4 of them could be classified as
“journal / literary”; other kinds of blogs cited in the
literature as “filters” or “K-logs” were not
represented in the sample at all).
With regard to the “thematic” blogs, the reader/evaluator
suggested the possibility of distinguishing between
properly thematic blogs, related to a specific field, and
“news-related” blogs, open to various comments on
different subject matters. As important as it might be from
the thematic perspective, this distinction seemed of little
relevance from the linguistic point of view. It has however
been maintained in the following analysis, along with two
auxiliary categories (“literary” and “quotes”).
It is noteworthy that online diaries make up no more than
41% of the sample; this contrasts with the 70.4%
percentage of English-language blogs reported by [9].
Naturally, the criteria for sample selection are of
paramount importance. The contrast between the overall
number of blogs and the comparatively small figures on

postings suggests that many blogs are created as quick
experiments and are discontinued at once, or after a few
days; this is probably the case for many online diaries.
In order to evaluate the true consistency of blogs, as said
in 1, it thus appears useful to track the posts rather than
the blogs themselves. Moreover, posts are often
considered “the appropriate unit of a weblog that
corresponds to a document” ([6], 43).

2.1 Blog (and post) subgenres?
The “blog” as a text genre is perhaps one of the least
problematic categories in the classification of Web texts
([15] includes blogs amongst “ambiguous Web genres”,
but in the context of the study it seems that this ambiguity
stemmed mainly from the difficulties encountered in
assigning blog texts to one of the two subgenres of
“blogs” or “clogs”). Moreover, blogs are often published
by dedicated sites, each of them hosting thousands (or
even millions) of different blogs. Automatic collection of
large compilations of blog posts is thus comparatively
simple.
A further task should then consist of classifying blogs or
posts in order to uncover possible correlations between
their textual subcategories and their features. The
distinction between diaries and thematic blogs seems one
of the most promising from this point of view.
To further extend the research, more robust selection
criteria are clearly needed. A promising means to
differentiate between post genres (or subgenres) seems to
be studying their linguistic features. Thematic posts would
be expected to use in many languages, including Italian,
standardized, newspaper-style language. In recent years,
instead, the use of nonstandard Italian has been found as a
widespread feature of personal blogs. A number of claims
have been advanced and often repeated by the linguistics
research community (e.g., [4]), suggesting a significant
difference in language between thematic blogs and
personal journals. If proved, this difference could be
useful in the automatic selection and filtering of blogs.
The texts examined for the preliminary survey, however,
demonstrated little evidence of such widespread use of
nonstandard Italian in personal journals, a finding instead
in keeping with some unconventional reconstructions of
the language of Italian blogs, such as [18] and [19].
To validate or refute the hypothesis on language
differences between blogs and personal journals, it was
decided to create a reference corpus of random blog posts
taken from personal journals and to study their linguistic
features.

3. The Splinder corpus
The Splinder.com site (http://www.splinder.com/, briefly
mentioned in §2) is widely recognized as the most popular
Italian blogging site. Nearly all of the blogs it hosts appear
to be in Italian: during the surveys described below, only
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1% of blogs visited were written in other languages (those
blogs were, of course, excluded from the analysis).

 Tematico (“Thematic”: posts dealing with general

Splinder.com hosts both professional and personal blogs,
thougt it seems reasonable to suppose that the more
professional blogs use different publishing systems. It is
therefore likely that a sample collected through Splinder is
biased towards personal journals and thematic blogs
maintained and created by non-professionals. This,
however, does not represent a problem for the analysis,
since the corpus does not aim to provide a balanced
portrayal of the entire Italian blogsphere. Linguistic
features are assumed to be linked to the text subgenre
rather than to the site.

 Notizie (“News”: news stories or comments

3.1 Collection method
In order to obtain an up-to-date collection of random
samples, a first attempt at crawling was made by
customizing the well known Websphinx software. This
enabled gathering a first series of samples. However,
problems with automatic identification of recent posts and
their cleaning revealed to be challenging – especially given
the many different ways that the posts’ dates were
inserted into the pages.
Therefore, in order to obtain a random but controlled set
of samples, the practice adopted was to simply copy and
paste by hand the first post of the updated blogs. This was
done using the “updated blogs” box (Blog aggiornati) on
the home page of the Splinder site, restricting selections
to the non-pro blogs. Visiting the page at random
moments of the day, the blog links were opened and the
first post of each blog was collected following the
procedure described above. Any blogs whose first post
included no text apart from the title were excluded from
the collection.
A second random set was then collected using the “Blog e
Bloggers – Ultimi post” page (“Latest posts”:
http://www.splinder.com/myblog/latest). The criteria were
the same as the first set, and the genre distribution of this
control collection seems no different from that of the first
set.
Since evaluation of the genre of posts was planned for a
following stage, no attempt was made in either case to
immediately classify the posts (see § 5).
The posts were collected between May and June 2007,
for a total of 400 posts (250 from the first set, 150 from
the second). This is, however, an ongoing activity, and at
least 100 posts are added to the collection every week,
while the automatic harvesting procedure is developed.

3.2 Manual classification
The posts were evaluated by human readers according to
a simple classification of content:
 Diario (“Diary”: posts describing first-person

experiences or musings, including the surprisingly
popular answers to questionnaires)

experiences, excluding news)
thereon)
 Letterario (“Literary”: short stories, poetry, etc.)
 Citazione (“Quotes”: posts consisting only of

quotations from texts written by others)
Naturally, the boundary lines between the different
categories are quite fuzzy. However, the main aim of the
classification was simply to obtain a representative list of
personal journal entries. The well-known problems of
hybridism and individualism (see [14]) were therefore
deemed not particularly relevant, since at this stage
uncertain items could simply be discarded by assigning
them, by preference, to other categories.
Issues of granularity are rather more complex. The “post”
may appear to be a small text object, especially when
compared to a blog (which often includes, for instance,
readers’ and authors’ comments). However, many posts
in the sample include texts pertaining to different (and
clearly defined) text genres. For example, many diary
entries are concluded by quoting a long string of lyrics,
often longer than the diary entry itself. These “quotation”
segments were therefore excluded from the linguistic
analysis described below.
As expected from the start, the vast majority of the
collected posts was assigned to the “Diary” category.
The results of this evaluation were quite straightforward:
 Diario: 229
 Tematico: 93
 Notizie: 39
 Letterario: 26
 Citazione: 13


In percentages, journal entries turned out to be 57.25% of
all posts. It is worth noting that, even in a sample that
should have exhibited a strong bias towards such texts,
the results are still below the 70.4% level reported by [9].
Such a discrepancy may be due to many different reasons:
for instance, that personal journal are updated less often
than thematic ones, or that Italian bloggers are less
inclined to personal diaries than English-language
bloggers, and so on. No attempt was made to investigate
further this issue.

3.3 Encoding
The collected posts were compiled in a TEI-compliant
corpus file (TEI P5, [20]), with the aim of making them
publicly available on the Web in the near future. Since the
main aim of the research was to describe linguistic
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structure, it did not seem necessary to encode HTMLtagged character variations, such as italics, bold, font
changes, shape and size of the characters, and so on. Such
variations are often used quite creatively, such as in the
following final paragraph of a post, where shrinking
characters are used to give a sense of “fade out”:

farà l'iPhone, io ho trovato un telefonino
veramente multitasking e mi sa che compro questo
(sempre che qualcuno non mi voglia regalare un
Nokia N95...)</p>
</div>
</body>
</text>
</TEI>

[Es. 1]

Posts are often published lacking a title or some other
element(s). In this case, the relevant field has been left
blank in the encoded file.

che al giorno d&rsquo;oggi sono tutti
cos&igrave; i giovani e lei non si tira
indietro che anche suo figlio lei &egrave;
mica come quelle mamme che invece
d</font></font><span style="FONT-SIZE:
11pt">an</span><span style="FONT-SIZE:
10pt">no</span> <span style="FONT-SIZE:
9pt">se</span><span style="FONT-SIZE:
8pt">mpre</span> <span style="FONT-SIZE:
7pt">rag</span><span style="FONT-SIZE:
6pt">ione</span> <span style="FONT-SIZE:
6pt">ai &hellip;</span>

However, as no more than 1% of texts overall seem to
apply such features, it was decided to exclude them, at
least temporarily, from an analysis dedicated to more
basic indicators. Nor has the presence of images been
recorded, apart from so-called ‘smiley’ graphics– which
often are used in combination with text-only smileys, or
‘emoticons’.
Each post was then assigned an unique TEI ID and
divided into paragraphs via the tag (<p>). The TEI
Header of a single post always includes the title of the
post itself (<title>) and the purported name of the author
(<author>) just under the <titleStmt> tag. The publication
date is inserted in nonstandard form in <publicationStmt>
as <date> (when date and time of publication were
specified in more than a section of the post, only the first
occurrence was transcribed). The blog title is declared in
<sourceDesc> within a <p> element. However, the
unequivocal page title (HTML element <title>) was
selected as the title rather than the title given, often in
different form, inside the page.
This is then the XML encoding of a typical short post:
<TEI xml:id="b35">
<teiHeader>
<fileDesc>
<titleStmt>
<title>telefonino multitasking.
E non è un iPhone</title>
<author>Lucky</author>
</titleStmt>
<publicationStmt>
<date>lunedì, 11 giugno 2007
- 18:39</date>
</publicationStmt>
<sourceDesc>
<p>catepol</p>
</sourceDesc>
</fileDesc>
</teiHeader>
<text>
<body>
<div>
<p>E mentre tutti aspettano
di sapere dal WWDC che meraviglie spettacolari

4. Linguistic features
As mentioned in §2.1, validating claims about the
frequency of nonstandard Italian and creative spelling
seemed a promising method to define genre features for
use in automatic classification.
In fact, the more apparent features of electronic texts are
often cited and have been studied in depth by [13] in
Italian chat applications, text messaging and e-mails.
More often, the existence of such features is only hinted
at. The basest forms of current public discussion on
language, often presented in newspapers, have depicted
“young people” as simply “not knowing Italian” or as
downright “illiterates”. Clearly such claims are lacking any
linguistic value.
It is however apparent that in electronic communication,
including blogs, many writers, and in particular many
young writers, adopt a series of standardized features that
are characteristic precisely of electronic communication,
often for purely expressive purposes (that is, without a
mechanical need to use them, e.g. to avoid keyboard
limitations or time constraints). Pending further
sociological characterization, we shall tentatively call this
form of writing “Linguaggio giovanile di rete” (“juvenile
Netspeak”). In order to infer some indications on its
usage in blogs, it is thus necessary to distinguish different
levels of divergence of those texts from standard Italian.

4.1 Spoken nonstandard language
A first level of divergence is represented simply by the
written use of words or constructs prevalent in spoken
language, but explicitly forbidden by traditional grammar:
“neostandard” or “substandard” grammatical features
([1]; [17], 125-9), regional Italian, sheer dialect and so
on. This category includes, for example, reduced
demonstrative pronouns and adjectives such as sta (or
’sta) for questa, “incorrect” pronouns like te when used
as subject (“te chi sei?”) and so on. The variety from this
point of view is striking: by way of example, the sample
included a post in Friulan dialect, written in the standard
(and centuries old) orthography of literary Friulan texts:
[Es. 2]
No soi mai stât grant frecuentadôr di
glesie. Come tancj, di piçul o ai fat il
zago, ma cul timp mi soi slontanât... no
parcè che o sedi deventât anticlericâl, ma
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dome parcè che a di un ciert pont mi soi
slontanât e vonde.

Those variations are very frequent in texts. On the whole,
following the classification given in [17], we can assume
that “neostandard” features are frequent in thematic blogs
while “substandard” features are common in personal
journals along with old-fashioned, “standard” and literary
ones (see [19]). However, this set of features is simply
too vast to manage easily and it seems quite difficult to
associate them to specific blog subgenres.

4.2 Features limited to written
communication
The most discussed features of blog writing seem those
pertaining to the graphic level. Considered typical of
expressive or substandard writing and lacking any
corresponding spoken forms, those features are moreover
glaringly evident to Italian readers and their identification
is unequivocal. Current literature (in particular [13] and
[4]) considers them the most typical features of electronic
writing in Italian and has already described many of them,
such as:
List 1
1. k substitution for all spellings of the /k/ phoneme
(e.g., ‘ke’ instead of ‘che’, ‘ki’ instead of ‘chi’, and
so on)
2. x instead of <ss>
3. shorthand without spoken equivalents (e.g., nn
instead of non, qlk instead of qualche, and so on)

Figure 1. Translation of the text: “I will not contribute

4. endophasic readings, such as using the number 6 to
indicate the Italian verb sei (‘you are’), or the letter
<x> to indicate the preposition per (‘for’ or ‘by’), or
the simple phonetic sequence per (xché instead of
perché, and so on)

and those SMS-style shorthands. Let’s revert to ITALIAN

5. “all caps” or “camel-case” used to mark particular
sections of text or an entire post.
6.leetspeak substitutions of characters with
characters of similar shape (such as Sw4n for SwAn)
Yet to be reported in the literature, but contained in the
Splinder corpus, are also:
7. j instead of <gl>, a substitution probably based on
the transcription used for the accented Italian spoken
in Rome, where often the standard lateral /ʎʎ/ is
actually pronounced /jj/ (as in vojio for voglio)
8. x instead of <zz>
It is worth noticing that those features are considered
typical and are often deprecated by bloggers themselves.
Many blogs host e.g. real campaigns against the use of
the letter k in Italian online writing. The banner presented
in Fig. 1 is a sample taken from one of those campaigns.

further to the suicide of my mother tongue. Stop those Ks
writing!”

4.3 Representation of standard features of
spoken language not included in standard
writing
The third set includes an extremely variegated list of
tricks used to reproduce features of spoken language,
which however lack written representations in standard
Italian orthography.
List 2
1. registering of phono-syntactical doubling (the most
evident sandhi feature in standard spoken Italian),
which is represented in standard writing only in a few
cases
2. manipulation of word boundaries
3. frequent use of interjections and ideophones
4. use of “all caps” to simulate shouting or allegro
phenomena
5. reformulations
6. lexeme iterations (“già già”, and so on)

Proceedings of the International Workshop “Towards Genre-Enabled Search Engines: The Impact of NLP”,
Georg Rehm, Marina Santini (eds.), Borovets, Bulgaria, September 30, 2007.

42

Mirko Tavosanis

7. textual demarcatives used to signal the end of a
sentence
8. frequent sentence interruptions
9. preference given to parataxis instead of hypotaxis
10. limited lexicon
11. smileys
12. repetition of the final letters of a word
(“festaaaaaa”)
13. nonstandard use of suspension dots and other
punctuation marks
Those features are less connected to juvenile writing in
current bibliography and are often less easy to detect.
Even their presence in the text can sometimes be matter
of discussion. For those reasons, even if the texts
including features taken from List 1 often include also
features taken from List 2, this set was excluded from the
first analysis. The strong connection between the two lists
is discussed below in section 4.5.

4.4 Classification procedure
In order for a text to qualify as “linguaggio giovanile di
rete”, the indicators given in List 1 were considered the
most relevant, as they lack any consistent adoption
outside juvenile communication. However, features 3 and
5 were dropped, since they find at least partial use in
standard texts or may simply be used to write faster (this
is true also for the substitutions of ch with k in feature 1)
or to overcome the limitations of the keyboard. This left a
list of six features. Of these, feature 3 has been known to
have political uses in Italy during the 1970s (such as in
spellings like Amerikani or Kossiga), but its relevance in
this context can be assumed to be substantially
independent from such uses. Feature 4 is an historical
feature in non-electronic juvenile writing, but this is
completely in accord with the profile.
Posts were examined via an automatic search and then
read by a human evaluator. The words including at least
one of the features in List 1 were marked with the element
<w> and the attribute “type” (value of the attribute was
assigned through a code related to List 1: l01 for feature
1, and so on). If a post included at least one word with
one of the six typical features listed above, it was marked
as “lgr” (“linguaggio giovanile di rete”) in the TEI
Header. A partial re-reading was made by a second
evaluator and judgments were found 100% overlapping.
Many of these texts included only a single occurrence of
the features; others exhibited extensive use of them, such
as in the following example post:
[Es. 3]
è bello rivedere un persona <w
type=”l01”>ke</w> <w type=”l03”>nn</w>
vedi da taaaaaaaaaaanto tempo, e scoprire
<w type=”l01”>ke</w> questa parla

candidamente <w type=”l04”>d</w> te <w
type=”l03”>cn</w> le sue <w
type=”l01”>amike</w>...<w
type=”l01”>ke</w> queste ultime sanno <w
type=”l01”>ki</w> sei,<w type=”l04”>t</w>
hanno vista <w type=”l01”>anke</w> <w
type=”l03”>cn</w> la tua ex dolce metà (e
alla novita..."noo!!<w type=”l04”>s</w> <w
type=”l03”>sn</w> mollate???"),seguono i
tuoi movimenti, parlano della tua vita e
<w type=”l03”>qnt</w> altro.... insomma
sei famosa!!!

However, in consideration of the results described below,
at this stage it was deemed irrelevant to distinguish
between the different usage levels of each feature. The
question whether these levels represent degrees along a
continuum or instead define two (or more) clearly
separate sub-subgenres remains open to further study.

4.5 Results
At the end of the evaluation process, only 23 posts were
marked “lgr”, that is, 5.75% of the overall sample and
little more than 10% of the personal diary entries.
Furthermore, in no case were such features used outside
the “Diario” posts.
Moreover, despite the small sample and the often limited
size of the posts, it is interesting to note that when a post
contains one feature in List 1, at least one of the features
in List 2 can always be found in the same post. That is,
when a message includes, say, a k instead of a standard
<ch>, it also exhibits at least one of the features in List 2.
The inverse is instead not true: a text may include a
nonstandard representation of phono-syntactical doubling
without exhibiting one of the List 1 features in any of its
parts. The (theoretically possible) case of a text that is
nonstandard only at the graphical level is simply not
represented in the corpus.

5. Conclusions
A first result to be drawn from analysis of the Splinder
corpus is negative: 90% of blog entries, even in personal
journals, make no use of the features considered most
typical of electronic communication.
Defining further deviations from standard is a much more
complicated task. However, we can assume from this first
survey that a good percentage of blog posts presents no
nonstandard features whatsoever. In the middle ground,
many texts exhibit some nonstandard features having their
bases in real spoken Italian or in Italian dialects.
On the other hand, it appears quite certain that when a
blog site post includes one of the features in List 1, that
post belongs to a personal journal: recall is low, but
precision is high. Since such features can often be reduced
to simple deviation rules, this appears to be a useful tool
for selecting texts belonging to this particular subgenre.
Even if of limited use, it could then be integrated in
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filtering of “opinionated” blog posts such as in the
procedures described in [12].

[10] S. C. Herring and J. C. Paolillo. Gender and genre variation
in weblogs. Journal of Sociolinguistics, 10, 4, 2006, 439-459.
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Abstract
Modern search engines are typically queried with keywords,
which foremostly convey the topic of the sought web page.
Consequently the resulting top hits are often topically
relevant, but nonetheless not what the user wants. The premise
of this paper is that the relevance of the hits can be improved
when also searching by genre, classification criterion
orthogonal to topic. To this end a genre classifier was built
using machine learning methods. It was used in web page
retrieval to filter out the hits not belonging to the desired
genre. This approach considerably improved the relevance of
the top ten hits, which indicates that genre classifier can be a
useful addition to search engines.

Keywords
genre classifier, search engine, multilabeled classification, web
page retrieval

1. INTRODUCTION
Modern search engines rely on queries composed of
keywords and ranking algorithms to retrieve web pages and
to rank them by relevance [21]. The problem with keyword
search is that it often cannot precisely capture the user’s
intent. For example, searching for the keyword “elephant”
will result in a list of web pages describing the life of
elephants in various levels of detail, safari picture galleries,
newspaper articles about saving the elephants in Africa etc.
If the user is interested only in scientific papers on the life
of elephants, specifying the genre as “scientific” would give
more precise results.
A web page is used to send a message to the user. The
message has a topic, for example the life of elephants, but it
also tries to communicate that topic in a specific way. To a
zoologist it will give a high number of objective facts about
elephants. When wishing to entertain, it will present
pictures and video material. In the light of the previous
explanation, genre can be described as intentional styling of
a web page with the objective to communicate the topic in a
specific manner. For the purpose of automatic genre
classification, a genre can simply be defined as the style of
a web page [9].
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Recent experiments with genre classification on a
corpus obtained by web crawling [18] show that the
problem of incorporating genres into search engines is far
from resolved. Our experience with including a genre
classifier into Alvis semantic search engine [1] confirmed
the difficulty of the task. This paper presents the work
carried out for Alvis with several modifications.
In Section 2, we describe present related work. The
corpus we experimented with is presented in Section 3.
Section 4 lists the features used to describe web pages. In
Section 5 the experiments with several machine learning
(ML) algorithms are described. Section 6 presents the web
page retrieval experiment. Section 7 concludes the paper.

2. RELATED WORK
A lot of work has been done on leaning a genre classifier.
Most researchers used single-labeled approach, meaning
that each document belongs to only one genre. This
approach is suitable in cases where the genres are clearly
delineated; however [18] used multi-labeled approach,
advocating that each web page can belong to zero, one or
multiple genres.
Two criteria for choosing genre categories were
explored. The first criterion is to choose only those genres
that can be directly instantiated by formulating text in the
proposed genre. For example, 7-Web-Genre Collection
described in [18] uses this criterion, including genres like
Personal home page or FAQ. The second criterion is to
choose genres that could cover all the web pages on the
Internet. Such broad categories that subsume several genres
are presented in [15]. For example genre Journalistic
materials includes press reportage, editorial and review,
while genre Informative materials includes recipes, lecture
notes and encyclopedic information. The advantage of the
second approach is that it can cover more easily the
diversity of the Internet. However, the disadvantage lies in
the difficulty to represent common characteristics of web
pages that compose such broad categories. Hence, genre
classifiers learned on corpuses with broader categories
showed somewhat lower performance.
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STRUCTURAL

SURFACE

Function words

PRESENTATION

[3] [6] [10]

[12] [22]

NEIGHBOUR

NEAREST

NETWORKS

NEURAL

REGRESSION

ANALYSIS

DISCRIMINANT

[11] [22]

Genre-specific words,
punctuation, classes of words

[4] [5] [6] [10]

[5]

[2]
[5]

[11] [22]

[12] [22]

[12]

[15]

Word, sentence and document
length

[4] [5] [6] [10]

[5]

[5]

[11] [22]

[12] [22]

[12]

[15]

[3] [5] [6]

[5] [19]

[5]

[11] [22]

POS

[15]
[15]

Sentence type

Token type

OTHER

SVM

FEATURES

NAIVE BAYES

ML ALGORITHMS

DECISION TREES

Table 1. Overview of features and classification algorithms used in genre classification

[4] [5] [6] [10]

[5]

[5]

[22]

[12] [22]

[12]

[15]

Graphical elements and other
HTML tags

[4]

[15]

Links

[4]

[15]
[15]

URL

Various genre describing features were explored, most
commonly grouped into surface, structural, presentation and
other features.
Surface features pertain to the text. They are easily
extractable and do not require sophisticated parsing. This
group includes function words [13], genre-specific words,
punctuation marks, classes of words (such as dates, times,
postal addresses and telephone numbers) and word,
sentence and document length.
Structural features require some form of natural
language processing. They include features like parts of
speech (POS) [19], phrases (e.g. noun phrase or verb
phrase) and sentence types (the frequencies of declarative,
imperative and question sentences).
Presentation features mainly describe the appearance
of a document, although token type also pertains to the
content. As such, most of them cannot be extracted from
plain text document. They are most commonly used with
web pages [15]. This group includes token type (like the
percentage of a document taken by numbers or
whitespaces), graphical elements and other HTML tags
(e.g. the frequencies of images or tables) and links.

Other features can be the characteristics of URL in a
web page corpus [15] etc.
The ML algorithms most commonly used for genre
classification are: various types of decision trees, Naïve
Bayes, SVM, discriminant analysis, regression, neural
networks and nearest-neighbor methods [5].
Overview of features and classification algorithms is
presented in Table 1.
Web page retrieval experiment that examines the
impact of genres on the relevance of retrieved web pages is
presented in [26]. Only two genres (instead of genres they
use types to avoid instantiation problem) are considered,
Course Page and Instruction Document.

3. CORPUS
The 20-Genre Collection corpus [23] consists of 1,539 web
pages classified into 20 genres. Considering that the corpus
was gathered from the Internet, where genres are far from
clearly delineated, we decided for the multilabeled
approach, i.e., each web page can belong to multiple
genres.
Genre categories were chosen with the intention to
cover whole Internet. Accordingly, we defined category like
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77
105
121
82
138
76
79
70
77
227

GENRE
Informative
Journalistic
Official
Personal
Poetry
Pornographic
Prose Fiction
Scientific
Shopping
User Input

WEB
PAGES

225
186
55
113
72
68
67
76
66
84

The genre of a web page can be described through the
communicational intention that shapes the page. Blog
presents updates on what is going on with an entity.
Children's presents content in a simple and colorful way
specifically suited for children. Commercial/promotional
web pages are intended to invoke the visitor’s interest in
goods or services, typically for commercial gain.
Community type web page involves the visitor in the
creation of the page and enables interaction with other
visitors. Content delivery delivers content that is not a part
of the page. Entertainment web pages entertain the visitor.
Error message tells the visitor to go away. FAQ are
intended to help a user to solve common problems by
answering frequently asked questions. Gateway transfers
the visitor to another page. Index transfers the visitor to a
selection of multiple other pages. Informative conveys
objective information of permanent interest suitable for
general population. Journalistic conveys mostly objective
information on current events. Official conveys information
with legal or otherwise official consequences. Personal
conveys subjective, personal information in an informal
way. Poetry presents poems and lyrics with intention to
evoke emotions. Pornographic web pages have intention to
sexually arouse the visitor. Prose fiction presents story
about real or fictional event in artistic form with intention to
evoke imagination and emotions. Scientific conveys
objective information suitable for experts. Shopping web
pages sell goods or services online. User input solicits the
visitor's input.
The web pages were collected from the Internet using
three methods. Firstly, we used highly-ranked Google hits
for popular keywords like “Britney Spears”. The keywords
were chosen according to the Google Zeitgeist statistics
[27]. Our purpose was to build a classifier that will not have
a problem with recognizing the most popular web pages.

4. FEATURES
Table 3. The feature set
FEATURES

SURFACE

Blog
Children’s
Commercial/Promotional
Community
Content Delivery
Entertainment
Error Message
FAQ
Gateway
Index

WEB
PAGES

STRUCTURAL

GENRE

PRESENTATION

Table 2. Composition of corpus

Secondly, we gathered random web pages. Finally, we
specifically searched for web pages belonging to the genres
underrepresented to that point to obtain a balanced corpus
that represents all genres equally well (imbalance usually
cause the difficulties in learning inadequately represented
genres). Only web pages in English were collected. The
corpus was manually labeled with genres by two
independent annotators. Their labels disagreed on about a
third of the web pages in the corpus, so those were
reassessed by a third and sometimes even a fourth
annotator.

OTHER

error message (useful to filter out such web pages),
although it is unlikely that a user would search explicitly for
such web pages.
The composition of the corpus is presented in Table 2.

Function words: number of occurrences of 50 most
common function words in the corpus / total number of
function words.
Genre-specific words, phrases and punctuation
marks: number of occurrences of 321 selected content
words / total number of content words, number of
occurrences of 34 selected punctuation symbols / total
number of punctuation symbols.
Classes of words or phrases: number of named entities
of the classes date, location and person / total number of
words.
Word length, sentence length, document length:
average number of characters per word, average number
of words per sentence, number of characters in hyperlink
text / total number of characters.
POS tags: number of occurrences of 36 available POS
tags / total number of words, number of occurrences of
1,869 selected POS trigrams / total number of POS
trigrams.
Sentence types: number of declarative sentences,
interrogative sentences, exclamatory sentences and other
sentences (in most cases list items) / total number of
sentences.
Token type: number of alphabetical tokens (sequences
of letters), numerical tokens (sequence of digits),
separating tokens (sequences of separator characters,
such as spaces and returns) and symbolic tokens
(sequences of characters excluding alphanumeric and
separator characters) / total number of tokens.
Graphical elements and other html tags: number of
tags belonging to classes text formatting, document
structure, inclusion of external objects, interaction and
navigation / total number of tags; number of single tags /
total number of tags.
Links: number of hyperlinks to the same domain, to a
different domain and containing “mailto” / total number
of hyperlinks.
URL features: depth of URL, document type (static
HTML, script, other), top-level domain (com, org, edu,
national…), presence of “www”, tilde (/~), year, query
(?foo) and fragment (#foo), presence of 54 most
common words in URL.
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Table 4. The comparisons of ML algorithms
RANK BY
ML ALG.

ACCURACY

SMO
SMO – FS
NAÏVE BAYES
NAÏVE BAYES – FS
J48
J48 – FS
ADABOOST
ADABOOST – FS
RANDOM FOREST

8 (20, 51)
3 (47, 8)
9 (0, 154)
7 (17, 22)
6 (25, 28)
4 (32, 3)
1 (61, 0)
2 (59, 4)
5 (34, 25)

PRECISION
7 (22, 38)
3 (46, 13)
9 (3, 120)
8 (15, 34)
6 (22, 27)
4 (28, 4)
1 (51, 1)
2 (44, 2)
5 (23, 15)

Features were selected by analyzing 20-Genre Collection
corpus and consulting the genre literature. In total, 2,492
features were chosen belonging to all four groups shown in
Table 1. The features are listed in Table 3.
Content words were selected by combining the list of
most frequent content words from the corpus and manually
selected words that describe the genres of web pages. They
were stemmed by the Porter stemming algorithm [16].
POS tags were extracted with TreeTagger [20]. POS
trigrams were selected in two steps. In the first step only
trigrams that are present more than three times in a web
page were extracted. In the second step, 25% of the most
frequent and 25% of the least frequent trigrams in the
corpus were discarded.

5. ML EXPERIMENTS
In order to fairly compare several ML algorithms, we
decided to work with Weka [24], a ML suite containing a
large number of such algorithms. Since Weka does not
support multilabeled classification and neither do some of
the algorithms under consideration, the ML problem was
divided into 20 binary sub-problems, one for each genre.
The task was thus to train 20 sub-classifiers, each to decide
whether an input web page belongs to one of the 20 genres.
The data set was split into 67% for training the subclassifiers and the rest for testing. Because some genres
have a relatively low number of examples, it was important
to preserve the ratio of the examples of each genre in both
the training and the test set. However, stratified splitting of
the data set was problematic due to the examples having
multiple genre labels. Therefore, we assigned each example
a single label for splitting in a manner that prioritized the
less represented genres, since the quality of the classifier
and the reliability of its testing would suffer more if those
were split improperly. Weka filter Stratified Remove Folds
was finally used on the single-labeled data set.
Five of the algorithms available in Weka were selected,
three recommended in genre literature and two of our own
choice. The recommended algorithms are support vector
machines (SVM), Naïve Bayes and decision trees [5]. In

RECALL
1 (49, 6)
8 (13, 47)
5 (43, 28)
7 (17, 20)
3 (31, 4)
4 (29, 6)
6 (25, 13)
2 (41, 5)
9 (0, 119)

F-MEASURE
3 (43, 8)
7 (21, 31)
8 (8, 87)
6 (21, 24)
4 (36, 2)
2 (37, 1)
5 (37, 4)
1 (54, 1)
9 (0, 99)

TOTAL

TOTAL

TOTAL

WINS

LOSSES

SCORE

103
99
389
100
61
14
18
12
258

31
28
-335
-30
53
112
156
186
-201

134
127
54
70
114
126
174
198
57

Weka, SVM is implemented as sequential minimal
optimization (SMO) and decision trees as J48. Boosting
and Random Forest are the algorithms of our choice. In
Weka, boosting is implemented as AdaBoostM1; we
boosted decision trees.
Each algorithm except Random Forest was trained both
on all features and on selected features only. Feature
selection (FS) was carried out on all features using the
training set. The space of feature subsets was searched by
best-first search [17] and each subset was evaluated with
CfsSubsetEval evaluation function [24]. This function
favors the feature subsets composed of features highly
correlated with the class and poorly intercorrelated.
FS was conducted separately for each genre and the
number of selected features varied from 15 to 69.
Each algorithm was run 10 times and for each
experiment the data set was split into training and test set
separately. Normally we would have used ten-fold crossvalidation, but a sizable test set was needed for web page
retrieval experiments described in the next section, so we
used 67:33 split in all the experiments. Given 20 genres, we
conducted 200 experiments in each of them comparing all 9
ML algorithms. The performance was measured in terms of
accuracy, precision, recall and F-Measure. The algorithms
were compared to each other using the corrected resampled
paired t-test [24] with significance level of 5%. The results
are presented in Table 4. The first number in the brackets
represents the number of wins of a given algorithm, i.e., the
number of experiments where it significantly outperformed
the rest. The second number in the brackets represents the
number of losses, i.e., the number of experiments where the
algorithm performed significantly worse than the rest. The
number outside the brackets is the algorithm’s rank
according to the total score calculated by subtracting the
number of losses from the number of wins.
AdaBoost clearly dominates the ranks. Only in the case
of recall, SMO was ranked first, but even there AdaBoost
with FS was ranked second. Our final choice was AdaBoost
with FS, although the decision regarding FS is debatable.
The choice was based on two criteria. The first criterion
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was the total score calculated by subtracting total losses
(the sum of losses over all four measures) from total wins
(the sum of wins over all four measures) for each algorithm.
The second criterion was that smaller feature sets are less
prone to overfitting [25].
The final genre classifier, which was also used in the
web page retrieval experiment, was trained on a single
training set consisting of 67 % of the data set. It was tested
on the remainder of the data set, which was also used in the
web page retrieval experiment. Table 5 presents
AdaBoost’s accuracy, precision, recall and F-Measure for
each genre. The last row gives the measures averaged over
the sub-classifiers for all the 20 genres.
Table 5. Performance of genre classifiers in percent
BLOG
CHILDRENS'
COMMERCIAL/
COMMUNITY
CONTENT
ENTERTAINMENT
ERROR MESSAGE
FAQ
GATEWAY
INDEX
INFORMATIVE
JOURNALISTIC
OFFICIAL
PERSONAL
POETRY
PORNOGRAPHIC
PROSE FICTION
SCIENTIFIC
SHOPPING
USER INPUT
AVERAGE

ACC.
96
94
91
98
91
94
97
99
95
85
83
92
97
94
97
97
96
96
97
97
94

PREC.
71
50
33
90
47
33
79
94
41
53
33
80
63
64
82
75
57
89
89
83
65

REC.
56
36
13
68
17
27
73
77
22
42
16
47
28
36
56
52
32
32
38
61
41

F-ME.
63
42
19
77
25
30
76
85
29
46
21
59
39
46
67
62
41
47
53
70
50

The average accuracy in Table 5 is 94%, which is
impressive, but unfortunately it is not a good indicator of
the performance in this case. By splitting the multi-labeled
ML problem into 20 binary sub-problems, we got 20
unbalanced data sets with high numbers of negative and low
numbers of positive examples. Sub-classifiers that would
recognize only negative examples would still be highly
accurate. Precision indicates the number of web pages truly
belonging to a given genre out of all the web pages the
classifier recognized as such. The average precision was
65%. Recall indicates the number of web pages recognized
by the classifier to belong to a given genre out of all the
belonging web pages. The average recall is only 41%, but
for a search engine, this is often not problematic, because
most queries return a much greater number of hits than a
user needs. In general, recall and precision are inversely
related: as you attempt to increase one, the other tends to
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decline [14]. Recall is also inadequate as a single indicator
of performance because recall of 100% can be achieved
simply by retrieving all examples [8]. To obtain a single
information retrieval indicator that will consider both
precision and recall, we used F-Measure. F-Measure is
calculated as presented in Eq. 1.
2 × recall × precision
(1)
recall + precision
The average F-measure is only 50% due to the poor recall,
but as mentioned before, in our particular case precision is
more important, as can be seen in the next section.

6. WEB PAGE RETRIEVAL
EXPERIMENTS
The web page retrieval experiments were conduced using
Google Desktop [7]. Google is one of the most popular
search engines, but since we experiment on corpus, we
resorted to its desktop version. Our test set of web pages
from the previous section was labeled with genres and
indexed by Google Desktop. 18 keywords (or sets of
keywords) were selected in such a way that they gave at
least a hint of what genre the user was looking for. By this
approach we wanted to examine if it is possible to obtain a
web page of desired topic and genre through keywords
alone. In the second phase of the experiment the
accompanying genres were used to limit the hits to the
desired genre.
Table 6. Results of querying using keywords

madonna lyrics
erotic story
hurricane
orlando bloom news
joke
tech blog
sex shop
horoscope
fanfiction
game faq
kids entertainment
poem
terms and conditions of use
file not found
online forum
health research
software download
porn
AVERAGE

NUM. OF RELEVANT/ P@10
NUM. OF RETRIEVED
1/3
34
3/4
75
6/10
60
2/8
25
4/10
40
2/6
34
2/8
25
2/8
25
2/3
67
2/8
25
2/10
20
4/10
40
4/10
40
4/10
40
3/10
30
4/10
40
4/10
40
4/10
40
39

The queries were entered into Google Desktop: once
with and once without specifying the genre. The quality of
the search hits was measured by precision at 10 (P@10),
which is the fraction of relevant hits among the top 10 (or
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fewer, when fewer than 10 hits were returned). The results
of the first experiment are presented in Table 6 and the
results of the second one in Table 7. The keywords (and
genre) are in the first column. In the second column, the
first number represents the number of relevant hits among
the top 10 and the second number the total number of hits
(capped at 10).
Table 7. Results of querying using keywords and genres
NUM. OF
RELEVANT /

NUM. OF

P@10

Internet to determine if genres improve the precision of web
page retrieval there as well. In addition, we intend to
examine the computational expenses incurred by various
steps of feature extraction, since this is a potential
bottleneck in large-scale applications.
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RETRIEVED

madonna lyrics + poetry
erotic story + prose fiction
hurricane + informative
orlando bloom news + journalistic
joke + entertainment
tech blog + blog
sex shop + shopping
horoscope + entertainment
fanfiction + prose fiction
game faq + faq
kids entertainment + childrens’
poem + poetry
terms and conditions of use +
official
file not found + error message
online forum + community
health research + scientific
software download + content
delivery
porn + adult
AVERAGE

1/1
1/1
2/2
2/2
2/4
1/2
1/1
1/3
2/2
1/2
2/2
6/7

100
100
100
100
50
50
100
34
100
50
100
86

3/3

100

1/2
3/3
3/4

50
100
75

4/4

100

7/10

70
81

On average, P@10 is 39% when using only keywords.
The combination of keywords and genres resulted in the
average P@10 of 81%, more than twice as much as without
genres. It must be noted that the total number of hits when
genres were specified was much lower, which can be
explained by the low recall of the genre classifier. However,
as mentioned before, this often does not matter to search
engine users; when a user has a very specific query and the
total number of relevant hits is consequently low, a search
engine could automatically ignore the genre.

7. CONCLUSION
Classification of web pages by genre is a feature yet to be
exploited by search engines. The main reason is probably
that current genre classifiers are not entirely up to the task.
However, experiments presented in this paper show that it
is possible to more than double the precision of a search
engine by specifying genres besides keywords, despite the
not entirely satisfactory performance of the genre classifier
itself. This leads us to believe that genre classification
could already be beneficial to search engine users. To
verify this claim, we plan to experiment on the open
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